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Preface
[

This report is designed as a preliminary investigation into the risk and ethics issues related to
autonomous military systems, with a particular focus on battlefield robotics as perhaps the most
controversial area. It is intended to help inform policymakers, military personnel, scientists, as well
as the broader public who collectively influence such developments. Our goal is to raise the issues
that need to be consider in responsibly introducing advanced technologies into the battlefield and,
eventually, into society. With history as a guide, we know that foresight is critical to both mitigate

undesirable effects as well as to best promote or leverage the benefits of technology.

In this report, we will present: the presumptive case for the use of autonomous military robotics; the
need to address risk and ethics in the field; the current and predicted state of military robotics;
programming approaches as well as relevant ethical theories and considerations (including the Laws
of War, Rules of Engagement); a framework for technology risk assessment; ethical and social issues,

both near- and far-term; and recommendations for future work.
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1. Introduction
[

“No catalogue of horrors ever kept men from war. Before the war you always think
that it’s not you that dies. But you will die, brother, if you go to it long enough.”—
Ernest Hemingway [1935, p.156]

Imagine the face of warfare with autonomous robotics: Instead of our soldiers returning home in
flag-draped caskets to heartbroken families, autonomous robots—mobile machines that can make
decisions, such as to fire upon a target, without human intervention—can replace the human soldier
in an increasing range of dangerous missions: from tunneling through dark caves in search of
terrorists, to securing urban streets rife with sniper fire, to patrolling the skies and waterways where
there is little cover from attacks, to clearing roads and seas of improvised explosive devices (IEDs), to
surveying damage from biochemical weapons, to guarding borders and buildings, to controlling
potentially-hostile crowds, and even as the infantry frontlines.

These robots would be ‘smart’ enough to make decisions that only humans now can; and as conflicts
increase in tempo and require much quicker information processing and responses, robots have a
distinct advantage over the limited and fallible cognitive capabilities that we Homo sapiens have.
Not only would robots expand the battlespace over difficult, larger areas of terrain, but they also
represent a significant force-multiplier—each effectively doing the work of many human soldiers,
while immune to sleep deprivation, fatigue, low morale, perceptual and communication challenges
in the ‘fog of war’, and other performance-hindering conditions.

But the presumptive case for deploying robots on the battlefield is more than about saving human
lives or superior efficiency and effectiveness, though saving lives and clearheaded action during
frenetic conflicts are significant issues. Robots, further, would be unaffected by the emotions,
adrenaline, and stress that cause soldiers to overreact or deliberately overstep the Rules of
Engagement and commit atrocities, that is to say, war crimes. We would no longer read (as many)
news reports about our own soldiers brutalizing enemy combatants or foreign civilians to avenge the
deaths of their brothers in arms—unlawful actions that carry a significant political cost. Indeed,
robots may act as objective, unblinking observers on the battlefield, reporting any unethical behavior
back to command; their mere presence as such would discourage all-too-human atrocities in the first

place.
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Technology, however, is a double-edge sword with both benefits and risks, critics and advocates; and
autonomous military robotics is no exception, no matter how compelling the case may be to pursue
such research. The worries include: where responsibility would fall in cases of unintended or
unlawful harm, which could range from the manufacturer to the field commander to even the
machine itself; the possibility of serious malfunction and robots gone wild; capturing and hacking of
military robots that are then unleashed against us; lowering the threshold for entering conflicts and
wars, since fewer US military lives would then be at stake; the effect of such robots on squad
cohesion, e.g., if robots recorded and reported back the soldier’s every action; refusing an otherwise-

legitimate order; and other possible harms.

We will evaluate these and other concerns within our report; and the remainder of this section will
discuss the driving forces in autonomous military robotics and the need for ‘robot ethics’, as well as
provide an overview of the report. Before that discussion, we should make a few introductory notes

and definitions as follow.

1.1 Opening Remarks

First, in this investigation, we are not concerned with the question of whether it is even technically
possible to make a perfectly-ethical robot, i.e., one that makes the ‘right’ decision in every case or
even most cases. Following Arkin, we agree that an ethically-infallible machine ought not to be the
goal now (if it is even possible); rather, our goal should be more practical and immediate: to design a
machine that performs better than humans do on the battlefield, particularly with respect to
reducing unlawful behavior or war crimes [Arkin, 2007]. Considering the number of incidences of
unlawful behavior—and by ‘unlawful’ we mean a violation of the various Laws of War (LOW) or Rules
of Engagement (ROE), which we also will discuss later in more detail—this appears to be a low
standard to satisfy, though a profoundly important hurdle to clear. To that end, scientists and
engineers need not first solve the daunting task of creating a truly ‘ethical’ robot, at least in the
foreseeable future; rather, it seems that they only need to program a robot to act in compliance with
the LOW and ROE (though this may not be as straightforward and simply as it first appears) or act

ethically in the specific situations in which the robot is to be deployed.

Second, we should note that the purpose of this report is not to encumber research on autonomous
military robotics, but rather to help responsibly guide it. That there should be two faces to
technology—benefits and risk—is not surprising, as history shows, and is not by itself an argument

against that technology.1 But ignoring those risks, or at least only reactively addressing them and

! Biotechnology, for instance, promises to reduce world hunger by promoting greater and more nutritious agricultural
and livestock yield; yet continuing concerns about the possible dissemination of bio-engineered seeds (or
‘Frankenfoods’) into the wild, displacing native plants and crops, have prompted the industry to move more
cautiously [e.g., Thompson, 2007]. Even Internet technologies, as valuable as they have been in connecting us to
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waiting for public reaction, seems to be unwise, given that it can lead (and, in the case of biotech

foods, has led) to a backlash that stalls forward progress.

That said, it is surprising to note that one of the most comprehensive and recent reports on military
robotics, Unmanned Systems Roadmap 2007-2032, does not mention the word ‘ethics’ once nor risks
raised by robotics, with the exception of one sentence that merely acknowledges that “privacy issues
[have been] raised in some quarters” without even discussing said issues [US Department of
Defense, 2007, p. 48]. While this omission may be understandable from a public relations
standpoint, again it seems short-sighted given lessons in technology ethics, especially from our
recent past. Our report, then, is designed to address that gap, proactively and objectively engaging

policymakers and the public to head off a potential backlash that serves no one’s interests.

Third, while this report focuses on issues related to autonomous military robotics, the discussion may
apply equally well and overlap with issues related to autonomous military systems, i.e., computer
networks. Further, we are focusing on battlefield or lethal applications, as opposed to robotics in
manufacturing or medicine even if they are supported by military programs (such as the Battlefield
Extraction Assist Robot, or BEAR, that carries injured soldiers from combat zones), for several
reasons as follow. The most contentious military robots will be the weaponized ones: “Weaponized
unmanned systems is a highly controversial issue that will require a patient ‘crawl-walk-run’
approach as each application’s reliability and performance is proved” [US Department of Defense,
2007, p. 54]. Their deployment is inherently about human life and death, both intended and
unintended, so they immediately raise serious concerns related to ethics (e.g., does just-war theory
or the LOW/ROE allow for deployment of autonomous fighting systems in the first place?) as well as
risk (e.g., malfunctions and emergent, unexpected behavior) that demand greater attention than

other robotics applications.

Also, though a relatively small number of military personnel is ever exposed on the battlefield, loss of
life and property during armed conflict has non-trivial political costs, never mind environmental and
economic costs, especially if ‘collateral’ or unintended damage is inflicted and even more so if it
results from abusive, unlawful behavior by our own soldiers. How we prosecute a war or conflict
receives particular scrutiny from the media and public, whose opinions influence military and foreign
policy even if those opinions are disproportionately drawn from events on the battlefield, rather
than on the many more developments outside the military theater. Therefore, though autonomous
battlefield or weaponized robots may be years away and account for only one segment of the entire
military robotics population, there is much practical value in sorting through their associative issues

sooner rather than later.

information, social networks, etc., and in making new ways of life possible, reveal a darker world of online scams,
privacy violations, piracy, viruses, and other ills; yet no one suggests that we should do away with cyberspace [e.g.,
Weckert, 2007].
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Fourth and finally, while our investigation here is supported by the US Department of the Navy,
Office of Naval Research, it may apply equally well to other branches of military service, all of which
are also developing robotics for their respective needs. The range of robotics deployed or under
consideration by the Navy, however, is exceptionally broad, with airborne, sea surface, underwater,
and ground appIications.2 Thus, it is particularly fitting for the Department of the Navy to support
one of the first dedicated investigations on the risk and ethical issues arising from the use of

autonomous military robotics.

1.2 Definitions

To the extent that there are no standard, universally-accepted definitions of some of the key terms
we employ in this report, we will need to stipulate those working definitions here, since it is
important that we ensure we have the same basic understanding of those terms at the outset. And
so that we do not become mired in debating precise definitions here, we provide a detailed

discussion or justification for our definitions in ‘Appendix A: Definitions’.

Robot (particularly in a military context). A powered machine that (1) senses, (2) thinks (in a

deliberative, non-mechanical sense), and (3) acts.

Most robots are and will be mobile, such as vehicles, but this is not an essential feature; however,
some degree of mobility is required, e.g., a fixed sentry robot with swiveling turrets or a stationary
industrial robot with movable arms. Most do not and will not carry human operators, but this too is
not an essential feature; the distinction becomes even more blurred as robotic features are
integrated with the body. Robots can be operated semi- or fully-autonomously but cannot depend
entirely on human control: for instance, tele-operated drones such as the Air Force’s Predator
unmanned aerial vehicle would qualify as robots to the extent that they make some decisions on
their own, such as navigation, but a child’s toy car tethered to a remote control is not a robot since
its control depends entirely on the operator. Robots can be expendable or recoverable, and can
carry a lethal or non-lethal payload. And robots can be considered as agents, i.e., they have the

capacity to act in a world, and some even may be moral agents, as discussed in the next definition.

Autonomy (in machines). The capacity to operate in the real-world environment without any form of
external control, once the machine is activated and at least in some areas of operation, for extended

periods of time.

’ The only applications not covered by the Department of the Navy appear to be underground- and space-based,
including sub-orbital missions, which may understandably fall outside their purview.
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This is to say that, we are herein not interested in issues traditionally linked to autonomy that
require a more robust and precise definition, such as the assignment of political rights and moral
responsibility (as different from legal responsibility) or even more technical issues related to free
will, determinism, personhood, and whether machines can even ‘think’—as important as those
issues are in philosophy, law, and ethics. But in the interest of simplicity, we will stipulate this
definition, which seems acceptable in a discussion limited to human-created machines. This term
also helps elucidate the second criterion of ‘thinking’ in our working definition of a robot. Autonomy
is also related to the concept of moral agency, i.e., the ability to make moral judgments and choose

one’s actions accordingly.

Ethics (construed broadly for this report). More than normative issues, i.e., questions about what we
should or ought to do, but also general concerns related to social, political, and cultural impact as

well as risk arising from the use of robotics.

As a result, we will cover all these areas in our report, not just philosophical questions or ethical
theory, with the goal of providing some relevant if not actionable insights at this preliminary stage.
We will also discuss relevant ethical theories in more detail in section 3 (though this is not meant to

be a comprehensive treatment of the subject).

1.3 Market Forces and Considerations

Several industry trends and recent developments—including high-profile failures of semi-
autonomous systems, as perhaps a harbinger of challenges with more advanced systems—highlight
the need for a technology risk assessment, as well as a broader study of other ethical and social
issues related to the field. In the following, we will briefly discuss seven primary market forces that
are driving the development of military robotics as well as the need for a guiding ethics; these
roughly map to what have been called ‘push’ (technology) and ‘pull’ (social and cultural) factors [US
Department of Defense, 2007, p.44].

1. Compelling military utility. US defense organizations are attracted to the use of robots for a
range of benefits, some of which we have mentioned above. A primary reason is to replace us
less-durable humans in “dull, dirty, and dangerous” jobs [US Department of Defense, 2007,
p.19]. This includes: extended reconnaissance missions, which stretch the limits of human
endurance to its breaking point; environmental sampling after a nuclear or biochemical attack,
which had previously led to deaths and long-term effects on the surveying teams; and
neutralizing IEDs, which have caused over 40% of US casualties in Iraq since 2003 [Iraq Coalition

Casualty Count, 2008]. While official statistics are difficult to locate, news organizations report
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that the US has deployed over 5,000 robots in Iraqg and Afghanistan, which have neutralized
10,000 IEDs by 2007 [CBS, 2007].

Also mentioned above, military robots may be more discriminating, efficient, and effective.
Their dispassionate and detached approach to their work could significantly reduce the instances
of unethical behavior in wartime—abuses that negatively color the US prosecution of a conflict,

no matter how just the initial reasons to enter the conflict are, and carry a high political cost.

US Congressional deadlines. Clearly, there is a tremendous advantage to employing robots on
the battlefield, and the US government recognizes this. Two key Congressional mandates are
driving the use of military robotics: by 2010, one-third of all operational deep-strike aircraft must
be unmanned, and by 2015, one-third of all ground combat vehicles must be unmanned
[National Defense Authorization Act, 2000]. Most, if not all, of the robotics in use and under
development are semi-autonomous at best; and though the technology to (responsibly) create
fully autonomous robots is near but not quite in hand, we would expect the US Department of
Defense to adopt the same, sensible ‘crawl-walk-run’ approach as with weaponized systems,

given the serious inherent risks.

Nonetheless, these deadlines apply increasing pressure to develop and deploy robotics,
including autonomous vehicles; yet a ‘rush to market’ increases the risk for inadequate design or
programming. Worse, without a sustained and significant effort to build in ethical controls in
autonomous systems, or even to discuss the relevant areas of ethics and risk, there is little hope
that the early generations of such systems and robots will be adequate, making mistakes that
may cost human lives. (This is related to the ‘first-generation’ problem we discuss in sections 6
and 7, that we won’t know exactly what kind of errors and mistaken harms autonomous robots

will commit until they have already done so.)

Continuing unethical battlefield conduct. Beyond popular news reports and images of
purportedly unethical behavior by human soldiers, the US Army Surgeon General’s Office had
surveyed US troops in Irag on issues in battlefield ethics and discovered worrisome results.
From its summary of findings, among other statistics: “Less than half of Soldiers and Marines
believed that non-combatants should be treated with respect and dignity and well over a third
believed that torture should be allowed to save the life of a fellow team member. About 10% of
Soldiers and Marines reported mistreating an Iragi non-combatant when it wasn’t
necessary...Less than half of Soldiers and Marines would report a team member for unethical
behavior...Although reporting ethical training, nearly a third of Soldiers and Marines reported
encountering ethical situations in Iraq in which they didn’t know how to respond” [US Army
Surgeon General’s Office, 2006]. The most recent survey by the same organization reported

similar results [US Army Surgeon General’s Office, 2008].
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Wartime atrocities have occurred since the beginning of human history, so we are not operating
under the illusion that they can be eliminated altogether (nor that armed conflicts can be
eliminated either, at least in the foreseeable future). However, to the extent that military robots
can considerably reduce unethical conduct on the battlefield—greatly reducing human and
political costs—there is a compelling reason to pursue their development as well as to study

their capacity to act ethically.

Military robotics failures. More than theoretical problems, military robotics have already failed
on the battlefield, creating concerns with their deployment (and perhaps even more concern for
more advanced, complicated systems) that ought to be addressed before speculation,

incomplete information, and hype fill the gap in public dialogue.

In April 2008, several TALON SWORDS units—mobile robots armed with machine guns—in Iraq
were reported to be grounded for reasons not fully disclosed, though early reports claim the
robots, without being commanded to, trained their guns on ‘friendly’ soldiers [e.g., Page, 2008];
and later reports denied this account but admitted there had been malfunctions during the
development and testing phase prior to deployment [e.g., Sofge, 2008]. The full story does not
appear to have yet emerged, but either way, the incident underscores the public’s anxiety—and
the military’s sensitivity—with the use of robotics on the battlefield (also see ‘Public perceptions’

below).

Further, it is not implausible to suggest that these robots may fail, because it has already
happened elsewhere: in October 2007, a semi-autonomous robotic cannon deployed by the
South African army malfunctioned, killing nine “friendly’ soldiers and wounding 14 others [e.g.,
Shachtman, 2007]. Communication failures and errors have been blamed for several unmanned
aerial vehicle (UAV) crashes, from those owned by the Sri Lanka Air Force to the US Border Patrol
[e.g., BBC, 2005; National Transportation Safety Board, 2007]. Computer-related technology in
general is especially susceptible to malfunctions and ‘bugs’ given their complexity and even after
many generations of a product cycle; thus, it is reasonable to expect similar challenges with

robotics.

Related civilian systems failures. On a similar technology path as autonomous robots, civilian
computer systems have failed and raised worries that can carry over to military applications. For
instance, such civilian systems have been blamed for massive power outages: in early 2008,
Florida suffered through massive blackouts across the entire state, as utility computer systems
automatically shut off and rerouted power after just a small fire caused by a failed switch at one
electrical substation [e.g., Padgett, 2008]; and in the summer 2003, a single fallen tree had

triggered a tsunami of cascading computer-initiated blackouts that affected tens of millions of
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customers for days and weeks across the eastern US and Canada, leaving practically no time for
human intervention to fix what should have been a simple problem of stopping the disastrous
chain reaction [e.g., US Department of Energy, 2004]. Thus, it is a concern that we also may not
be able to halt some (potentially-fatal) chain of events caused by autonomous military systems
that process information and can act at speeds incomprehensible to us, e.g., with high-speed

unmanned aerial vehicles.

Further, civilian robotics are becoming more pervasive. Never mind seemingly-harmless
entertainment robots, some major cities (e.g., Atlanta, London, Paris, Copenhagen) already
boast driverless transportation systems, again creating potential worries and ethical dilemmas
(e.g., bringing to life the famous thought-experiment in philosophy: should a fast-moving train
divert itself to another track in order to kill only one innocent person, or continue forward to kill
the five on its current path?). So there can be lessons for military robotics that can be
transferred from civilian robotics and automated decision-making, and vice versa. Also, as
robots become more pervasive in the public marketplace—they are already abundant in
manufacturing and other industries—the broader public will become more aware of risk and
ethical issues associated with such innovations, concerns that inevitably will carry over to the

military’s use.

Complexity and unpredictability. Perhaps robot ethics has not received the attention it needs, at
least in the US, given a common misconception that robots will do only what we have
programmed them to do. Unfortunately, such a belief is a sorely outdated, harking back to a
time when computers were simpler and their programs could be written and understood by a
single person. Now, programs with millions of lines of code are written by teams of
programmers, none of whom knows the entire program; hence, no individual can predict the
effect of a given command with absolute certainty, since portions of large programs may interact
in unexpected, untested ways. (And even straightforward, simple rules such as Asimov’s Laws of
Robotics can create unexpected dilemmas [e.g., Asimov, 1950].) Furthermore, increasing
complexity may lead to emergent behaviors, i.e., behaviors not programmed but arising out of

sheer complexity [e.g., Kurzweil, 1999, 2005].

Related major research efforts also are being devoted to enabling robots to learn from
experience, raising the question of whether we predict with reasonable certainty what the robot
will learn. The answer seems to be negative, since if we could predict that, we would simply
program the robot in the first place, instead of requiring learning. Learning may enable the
robot to respond to novel situations, given the impracticality and impossibility of predicting all
eventualities on the designer’s part. Thus, unpredictability in the behavior of complex robots is a

major source of worry, especially if robots are to operate in unstructured environments, rather
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than the carefully-structured domain of a factory. (We will discuss machine learning further in

sections 2 and 3.)

7. Public perceptions. From Asimov’s science fiction novels to Hollywood movies such as Wall-E,
Iron Man, Transformers, Blade Runner, Star Wars, Terminator, Robocop, 2001: A Space Odyssey,
and /, Robot (to name only a few, from the iconic to recently released), robots have captured the
global public’s imagination for decades now. But in nearly every one of those works, the use of
robots in society is in tension with ethics and even the survival of humankind. The public, then,
is already sensitive to the risks posed by robots—whether or not those concerns are actually
justified or plausible—to a degree unprecedented in science and technology. Now, technical
advances in robotics is catching up to literary and theatrical accounts, so the seeds of worry that
have long been planted in the public consciousness will grow into close scrutiny of the robotics
industry with respect to those ethical issues, e.g., the book Love and Sex with Robots published

late last year that reasonably anticipates human-robot relationships [Levy, 2007].

Given such investments, questions, events, and predictions, it is no wonder that more attention is
being paid to robot ethics, particularly in Europe [e.g., Veruggio, 2007]. An entire conference
dedicated to the issue of ethics in autonomous military systems—one of the first we have seen, if
not the first of its kind—was held in late February 2008 in the UK [Royal United Services Institute
(RUSI) for Defence and Security Studies, 2008], in which experts reiterated the possibility that robots
might commit war crimes or be turned on us by terrorists and criminals [RUSI, 2008: Noel Sharkey
and Rear Admiral Chris Parry’s presentations, respectively; also, Sharkey, 2007a, and Asaro, 2008].
Robotics is a particularly thriving and advanced industry in Asia: South Korea is the first (and still
only?) nation to be working on a ‘Robot Ethics Charter’ or a code of ethics to govern responsible
robotics development and use, though the document has yet to materialize [BBC, 2007]. This
summer, Taiwan played host to a conference about advanced robotics and its societal impacts

[Institute of Electrical and Electronics Engineers (IEEE), 2008].

But the US is starting to catch up: some notable US experts are working on similar issues, which we
will discuss throughout this report [Arkin, 2007; Wallach and Allen, 2008]. A January 2008
conference at Stanford University focused on technology in wartime, of which robot ethics was one
notable session [Computer Professionals for Social Responsibility (CPSR), 2008]. In July 2008, the
North American Computing and Philosophy (NA-CAP) conference at Indiana University focused a
significant part of its program on robot ethics [NA-CAP, 2008]. Again, we intend for this report as an

early, complementary step in filling the gap in robot-ethics research, both technical and theoretical.
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14 Report Overview

Following this introduction, in section 2, we will provide a short background discussion on robotics in
general and in defense applications specifically. We will survey briefly the current state of robotics in
the military as well as developments in progress and anticipated. This includes several future
scenarios in which the military may employ autonomous robots, which will help anchor and add

depth to our discussions later on ethics and risk.

In section 3, we will discuss the possibility of programming in rules or a framework in robots to
govern their actions (such as Asimov’s Laws of Robotics). There are different programming
approaches: top-down, bottom-up, and a hybrid approach [Wallach and Allen, 2008]. We also
discuss the major (competing) ethical theories—deontology, consequentialism, and virtue ethics—

that these approaches correspond with as well as their limitations.

In section 4, we consider an alternative, as well as a complementary approach, to programming a
robot with an ethical behavior framework: to simply program it to obey the relevant Laws of War
and Rules of Engagement. To that end, we also discuss the relevant LOW and ROE, including a

discussion of just-war theory and related issues that may arise in the context of autonomous robots.

In section 5, continuing the discussion about law, we will also look at the issue of legal responsibility
based on precedents related to product liability, negligence and other areas [Asaro, 2007]. This at
least informs questions of risk in the near- and mid-term in which robots are essentially human-
made tools and not moral agents of their own; but we also look at the case for treating robots as

guasi-legal agents.

In section 6, we will broaden our discussion in providing a framework for technology risk assessment.
This framework includes a discussion of the major factors in determining ‘acceptable risk’: consent,

informed consent, affected population, seriousness, and probability [DesJardins, 2003].

In section 7, we will bring the various ethics and social issues discussed, and new ones, together in
one location. We will survey a full range of possible risks and issues related to ethics, just-war
theory, technical challenges, societal impact, and more. These contingencies and issues are

important to have in mind in any complete assessment of technology risks.

Finally, in section 8, we will draw some preliminary conclusions, including recommendations for
future, more detailed investigations. A bibliography is provided as section 9 of the report; and

appendix A offers more detailed discussions on key definitions, as initiated in this section.
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2. Military Robotics
|

The field of robotics has changed dramatically during the past 30 years. While the first
programmable articulated arms for industrial automation were developed by George Devol and
made into commercial products by Joseph Engleberger in the 1960s and 1970s, mobile robots with
various degrees of autonomy did not receive much attention until the 1970s and 1980s. The first
true mobile robots arguably were Elmer and Elsie, the electromechanical ‘tortoises’ made by W. Grey
Walter, a physiologist, in 1950 [Walter, 1950]. These remarkable little wheeled machines had many
of the features of contemporary robots: sensors (photocells for seeking light and bumpers for
obstacle detection), a motor drive and built-in behaviors that enabled them to seek (or avoid) light,
wander, avoid obstacles and recharge their batteries. Their architecture was basically reactive, in
that a stimulus directly produced a response without any ‘thinking.” That development first
appeared in Shakey, a robot constructed at Stanford Research Laboratories in 1969 [Fikes and
Nilsson, 1971]. In this machine, the sensors were not directly coupled to the drive motors but
provided inputs to a ‘thinking’ layer known as the Stanford Research Institute Problem Solver
(STRIPS), one of the earliest applications of artificial intelligence. The architecture was known as

‘sense-plan-act’ or ‘sense-think-act’ [Arkin, 1998].

Since those early developments, there have been major strides in mobile robots—made possible by
new materials, faster, smaller and cheaper computers (Moore’s law) and major advances in
software. At present, robots move on land, in the water, in the air, and in space. Terrestrial mobility
uses legs, treads, and wheels as well as snake-like locomotion and hopping. Flying robots make use
of propellers, jet engines, and wings. Underwater robots may resemble submarines, fish, eels, or
even lobsters. Some vehicles capable of moving in more than one medium or terrain have been
built. Service robots, designed for such applications as vacuum cleaning, floor washing and lawn
mowing, have been sold in large quantities in recent years. Humanoid robots, long considered only
in science fiction novels, are now manufactured in various sizes and with various degrees of
sophistication [Bekey, 2005]. Small toy humanoids, such as the WowWee Corporation’s RoboSapien,
have been sold in quantities of millions. More complex humanoids, such as the Honda ASIMO are
able to perform numerous tasks. However, ‘killer applications’ for humanoid robots have not yet

emerged.

There has also been great progress in the development of software for robots, including such
applications as learning, interaction with humans, multiple robot cooperation, localization and
navigation in noisy environments, and simulated emotions. We discuss some of these developments

briefly in section 2.6 below.
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During the past 20 years, military robotic vehicles have been built using all the modes of locomotion
described above and making use of the new software paradigms [US Dept. Of Defense, 2007].
Military robots find major applications in surveillance, reconnaissance, location and destruction of
mines and IEDs, as well as for offense or attack. The latter class of vehicles is equipped with
weapons, which at the present time are fired by remote human controllers. In the following, we first
summarize the state of the art in military robots, including both hardware and software, and then
introduce some of the ethical issues which arise from their use. We concentrate on robots capable
of lethal action—in that much of the concern with military robotics is tied to this lethality—and omit
discussion of more innocuous machines such as the Army’s Big Dog, a four legged robot capable of
carrying several hundred pounds of cargo over irregular terrain. If at some future time such ‘carry

robots’ are equipped with weapons, they may need to be considered from an ethical point of view.

2.1 Ground Robots

The US Army makes use of two major types of autonomous and semi-autonomous ground vehicles:
large vehicles, such as tanks, trucks and HUMVEEs and small vehicles, which may be carried by a
soldier in a backpack (such as the PackBot shown in Fig. 2.0a) and move on treads like small tanks
[US Dept. Of Defense, 2007]. The PackBot is equipped with cameras and communication equipment
and may include manipulators (arms); it is designed to find and detonate IEDs, thus saving lives (both
civilian and military), as well as to perform reconnaissance. Its small size enables it to enter
buildings, report on possible occupants, and trigger booby traps. Typical armed robot vehicles are
(1) the Talon SWORDS (Special Weapons Observation Reconnaissance Detection System) made by
Foster-Miller, which can be equipped with machine guns, grenade launchers, or anti-tank rocket
launchers as well as cameras and other sensors (see Fig. 2.0b) and (2) the newer MAARS (Modular
Advanced Armed Robotic System). While vehicles such as SWORDS and the newer MAARS are able
to autonomously navigate toward specific targets through its global positioning system (GPS), at
present the firing of any on-board weapons is done by a soldier located a safe distance away. Foster-
Miller provides a universal control module for use by the warfighter with any of their robots. MAARS
uses a more powerful machine gun than the original SWORDS. While the original SWORDS weighted
about 150 Ibs., MAARS weighs about 350 Ibs. It is equipped with a new manipulator capable of
lifting 100 Ibs., thus enabling it to replace its weapon platform with an IED identification and

neutralization unit.

Among the larger vehicles, the Army’s Tank-Automotive Research, Development and Engineering
Center (jointly with Foster-Miller) has developed the TAGS-CX, a 5,000-6,000 Ib. amphibious vehicle.
More recently, and jointly with Carnegie Mellon University, the Army has developed a 5.5 ton, six-
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wheel unmanned vehicle known as the Crusher, capable of carrying 2,000 lbs. at about 30 mph and
capable of withstanding a mine explosion; it is equipped with one or more guns (see figure 2.1).

(a) (b)
Fig. 2.0 Military ground vehicles: (a) PackBot (Courtesy of iRobot Corp.);
(b) SWORDS (Courtesy of Foster-Miller Corp.)

Fig. 2.1 Military ground vehicle: The Crusher (Courtesy of US Army)

Both PackBot and Talon robots are being used extensively and successfully in Irag and Afghanistan.
Hence, we expect further announcements of UGV deployments in the near future. We are not

aware of the use of armed sentry robots by the US military; however, they are used in South Korea
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(developed by Samsung) and in Israel. The South Korean system is capable of interrogating suspects,

identifying potential enemy intruders, and autonomous firing of its weapon.

DARPA supported two major national competitions leading to the development of autonomous
ground vehicles. The 2005 Grand Challenge required autonomous vehicles to traverse portions of
the Mojave desert in California. The vehicles were provided with GPS coordinates of way-points
along the route, but otherwise the terrain to be traversed was completely unknown to the designers,
and the vehicles moved autonomously at speed averaging 20 to 30 mph. In 2007, the Urban
Challenge required autonomous vehicles to move in a simulated urban environment, in the presence
of other vehicles and signal lights, while obeying traffic laws. While the winning automobiles from
Stanford University and Carnegie Mellon University were not military in nature, the lessons learned
will undoubtedly find their way into future generations of autonomous robotic vehicles developed by

the Army and other services.

2.2 Aerial Robots

The US Army, Air Force, and Navy have developed a variety of robotic aircraft known as unmanned
flying vehicles (UAVs).3 Like the ground vehicles, these robots have dual applications: they can be
used for reconnaissance without endangering human pilots, and they can carry missiles and other
weapons. The services use hundreds of unarmed drones, some as small as a model aiplane, to locate
and identify enemy targets. An important function for unarmed UAVs is to serve as aerial targets for
piloted aircraft, such as those manufactured by AeroMech Engineering in San Luis Obispo, CA, a
company started by Cal Poly students. AeroMech has sold some 750 UAVs, ranging from 4 lb.
battery-operated ones to 150 Ib. vehicles with jet engines. Some reconnaissance UAVs, such as the
Shadow, are launched by a catapult and can stay aloft all day. The best known armed UAVs are the
semi-autonomous Predator Unmanned Combat Air Vehicles (UCAV) built by General Atomics (see
Fig. 2.2a), which can be equipped with Hellfire missiles. Both the Predator and the larger Reaper
hunter-killer aircraft are used extensively in Afghanistan. They can navigate autonomously toward
targets specified by GPS coordinates, but a remote operator located in Nevada (or in Germany)
makes the final decision to release the missiles. The Navy, jointly with Northrop Grumman, is

developing an unmanned bomber with folding wings which can be launched from an aircraft carrier.

The military services are also developing very small aircraft, sometimes called Micro Air Vehicles

(MAV) capable of carrying a camera and sending images back to their base. An example is the Micro

® Earlier versions of such vehicles were termed ‘drones’, which implied that they were completely under control of a
pilot in a chaser aircraft. Current models are highly autonomous, receiving destination coordinates from only ground
or satellite transmitters. Thus, because this report is focused on robots—machines that have some degree of
autonomy—we do not use the term ‘drone’ here.
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Autonomous Air Vehicle (MAAV; also called MUAV for Micro Unmanned Air Vehicle) developed by
Intelligent Automation, Inc., which is not much larger than a human hand (see Fig. 2.2b).

(a) (b)
Fig. 2.2 Autonomous aircraft: (a) Predator (Courtesy of General Atomics Aeronautical Systems);

(b) Micro unmanned flying vehicle (Courtesy of Intelligent Automation, Inc.)

Similarly, the University of Florida has developed an MAV with a 16-inch wingspan with foldable
wings, which can be stored in an 8-inch x 4-inch container. Other AUVs include a ducted fan vehicle
(see Fig. 2.3a) being used in Iraq, and vehicles with flapping wings, made by AeroVironment and
others (Fig. 2.3b). While MAVs are used primarily for reconnaissance and are not equipped with

lethal weapons, it is conceivable that the vehicle itself could be used in ‘suicide’ missions.

(a) (b)
Fig. 2.3 Micro air vehicles: (a) ducted fan vehicle from Honeywell; (b) Ornithopter MAV with flapping
wings made by students at Brigham Young University (Photo by Jaren Wilkey/BYU, used by

permission)
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Other flying robots either deployed or in development, including helicopters, tiny robots the size of a
bumblebee, and solar-powered craft capable of remaining aloft for days or weeks at a time. Again,
our objective here is not to provide a complete survey, but to indicate the wide range of mobile
robots in use by the military services.

2.3 Marine Robots

Along with the other services, the US Navy has a major robotic program involving interaction
between land, airborne, and seaborne vehicles [US Dept. of the Navy, 2004; US Dept. of Defense,
2007]. The latter include surface ships as well as Unmanned Underwater Vehicles (UUVs). Their
applications include surveillance, reconnaissance, anti-submarine warfare, mine detection and
clearing, oceanography, communications, and others. It should be noted that contemporary

torpedoes may be classified as UUVs, since they possess some degree of autonomy.

As with robots in the other services, UUVs come in various sizes, from man-portable to very large.
Fig. 2.4a shows Boeing's Long-term Mine Reconnaissance System (LMRS) which is dropped into the
ocean from a telescoping torpedo launcher aboard the SV Ranger to begin its underwater
surveillance test mission. LMRS uses two sonar systems, an advanced computer and its own inertial
navigation system to survey the ocean floor for up to 60 hours. The LMRS shown in the figure is
about 21 inches in diameter; it can be launched from a torpedo tube, operate autonomously, return
to the submarine, and be guided into a torpedo-tube mounted robotic recovery arm. A large UUV,
the Seahorse, is shown in Fig. 2.4b; this vehicle is advertised as being capable of ‘independent
operations’, which may include the use of lethal weapons. The Seahorse is about 3 feet in diameter,
28 feet long, and weighs 10,500 Ibs. The Navy plans to move toward deployment of large UUVs by
2010. These vehicles may be up to 3 to 5 feet in diameter, weighing perhaps 20,000 Ibs.

3
i
s

Sy )

(a) (b)
Figure 2.4: (a) Long-term Mine Reconnaissance UUV (Courtesy of The Boeing Company);
(b) Seahorse 3-foot diameter UUV (Courtesy of Penn State University)
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Development of UUVs is not restricted to the US. Large UUV programs exist in Australia, Great
Britain, Sweden, ltaly, Russia, and other countries. Fig. 2.5a shows a UUV made in Great Britain by
BAE Systems.

A solar-powered surface vehicle is shown in Fig. 2.5b. As with other military robots, most of the
vehicles capable of delivering deadly force are currently human-controlled and not fully
autonomous. However, the need for autonomy is great for underwater vehicles, since radio
communication underwater is difficult. Many UUVs surface periodically to send and receive

messages.

(a) (b)
Fig. 2.5: (a) Talisman UUV (Courtesy of BAE Systems);
(b) Solar powered surface vehicle (Courtesy of NOAA)

2.4 Space Robots

We believe that the US Armed Services have significant programs for the development of
autonomous space vehicles: for advanced warning, defense against attacking missiles and possibly
offensive action as well. However, there is very little information on these programs in publicly
available sources. It is clear that the Air Force is building a major communication system in space,
named Transformational Satellite Communication System (TSC). This system will interact with

airborne as well as ground-based communication nodes to create a truly global information grid.
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2.5 Immobile/Fixed Robots

To this point we have described a range of mobile robots used by the military: on earth, on and
under the water, in the air, and in space. It should be noted that not all robots capable of lethal
action are mobile; in fact, some are stationary, with only limited mobility (such as aiming of a gun).

We consider a few examples of such robots in this section.

First, let us consider again why land mines and underwater mines, whether aimed at destruction of
vehicles or attacks on humans (anti-personnel mines), are not properly robots. Whether buried in
the ground or planted in the surf zone along the ocean shore, these systems are equipped with some
sensing ability (since they can detect the presence of weight), and they ‘act’ by exploding. Their
information processing ability is extremely limited, generally consisting only of a switch triggered by
pressure from above. Given our definition of autonomous robots as consider in section 1 (as well as
detailed in Appendix A), while such mines may be considered as autonomous, we do not classify
them as robots since a simple trigger is not equivalent to the cognitive functions of a robot. If a
landmine is considered a robot, one seems to be absurdly required to designate a trip wire as a robot

too.

On the other hand, there are immobile or stationary weapons, both on land and on ships, which do
merit the designation of robot, despite their lack of mobility (though they have some moving
features, which satisfies our definition for what counts as a robot). An example of such a system is
the Navy’s Phalanx Close-In Weapon System (CIWS). CIWS is a rapid-fire 20mm gun system designed
to protect ships at close range from missiles which have penetrated other defenses. The system is
mounted on the deck of a ship; it is equipped with both search and tracking radars and the ability to
rotate a turret in order to aim the guns. The information processing ability of the computer system
associated with the radars is remarkable, since it automatically performs search, detecting, tracking,
threat evaluation, firing, and kill-assessments of targets. Thus, the CIWS uses radar sensing of
approaching missiles, identifies targets, tracks targets, makes the decision to fire, and then fires its
guns, using solid tungsten bullets to penetrate the approaching target. The gun-and-radar turret can
rotate in at least two degrees of freedom for target tracking, but the entire structure is immobile and
fixed on the deck.

The US Army has also adopted a version of the Phalanx system to provide close-in protection for
troops and facilities in Irag, under the name ‘Counter Rocket, Artillery, and Mortar’ (C-RAM, or
Counter-RAM). The system is mounted on the ground or, in some cases, on a train platform. The
basic system operation is similar to that of the Navy system: it is designed to destroy incoming

missiles at a relatively short range. However, since the system is located adjacent to or near civilian
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facilities, there is major concern for collateral damage, e.g., debris or fragments of a disabled missile
could land on civilians.

As a final example here, we cite the SGR-A1 sentry robot developed by Samsung Techwin Co. for use
by the South Korean army in the Demilitarized Zone (DMZ) which separates North and South Korea.
The system is stationary, designed to replace a manned sentry location. It is equipped with
sophisticated color vision sensors that can identify a person entering the DMZ, even at night under
only starlight illumination. Since any person entering the DMZ is automatically presumed to be an
enemy, it is not necessary to separate friend from foe. The system is equipped with a machine gun,
and the sensor-gun assembly is capable of rotating in two degrees of freedom as it tracks a target.
The firing of the gun can be done manually by a soldier or by the robot in fully-automatic

(autonomous) mode.

2.6 Robot Software Issues

In the preceding, we have presented the current state of some of the robotic hardware and systems
being used and/or being developed by the military services. It is important to note that in parallel
with the design and fabrication of new autonomous or semi-autonomous robotic systems, there is a
great deal of work on fundamental theoretical and software implementation issues which also must
be solved if fully autonomous systems are to become a reality [Bekey, 2005]. The current state of

some of these issues is as follows:

2.6.1 Software Architecture

Most current systems use the so-called ‘three level architecture’, illustrated in Fig. 2.6. The lowest

level is basically reflexive, and allows the robot to react almost instantly to a particular sensory input.

Deliberative Layer
- Planning
- Localization
- Interaction with Humans

Intermediate Layer
(Supervisory)

l

Reactive Layer

_@ % i s

Figure 2.6. Typical three-level architecture for robot control
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The highest level, sometimes called the Deliberative layer, includes Artificial Intelligence such as
planning and learning, as well as interaction with humans, localization and navigation. The
intermediate or ‘supervisory’ layer provides oversight of the reactive layer, and translates upper
level commands as required for execution. Many recent developments have concentrated on

increasing the sophistication of the ‘deliberative’ layer.

2.6.2 Simultaneous Localization and Mapping (SLAM)

An important problem for autonomous robots is to ascertain their location in the world and then to
generate new maps as they move. A number of probabilistic approaches to this problem have been

developed recently.

2.6.3 Learning

Particularly in complex situations it has become clear that robots cannot be programmed for all
eventualities. This is particularly true in military scenarios. Hence, the robot must learn the proper

responses to given stimuli, and its performance should improve with practice.

2.6.4 Multiple Robot System Architectures

Increasingly, it will become necessary to deploy multiple robots to accomplish dangerous and
complex tasks. The proper architecture for control of such robot groups is still not known. For
example, should they be organized hierarchically, along military lines, or should they operate in

semi-autonomous sub-groups, or should the groups be totally decentralized?

2.6.5 Human-Robot Interaction

In the early days of robotics (and even today in certain industrial applications), robots are enclosed
or segregated to ensure that they do not harm humans. However, in an increasing number of
applications, humans and robots cooperate and perform tasks jointly. This is currently a major focus
of research in the community, and there are several international conference devoted to Human-
Robot Interaction (HRI).

2.6.6 Reconfigurable Systems

There is increasing interest (both for military and civilian applications) in developing robots capable

of some form of ‘shape-shifting.” Thus, in certain scenarios, a robot may be required to move like a
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snake, while in others it may need legs to step over obstacles. Several labs are developing such

systems.

2.7 Ethical Implications: A Preview

It is evident from the above survey that the Armed Forces of the United States are implementing the
Congressional mandate described in section 1 of this report. However, as of this writing, none of the
fielded systems has full autonomy in a wide context. Many are capable of autonomous navigation,
localization, station keeping, reconnaissance and other activities, but rely on human supervision to
fire weapons, launch missiles, or exert deadly force by other means; and even the Navy’s CIWS
operates in full-auto mode only as a reactive last line of defense against incoming missiles and does
not proactively engage an enemy or target. Clearly, there are fundamental ethical implications in

allowing full autonomy for these robots. Among the questions to be asked are:

e Will autonomous robots be able to follow established guidelines of the Laws of War and
Rules of Engagement, as specified in the Geneva Conventions?
o  Will robots know the difference between military and civilian personnel?

e  Will they recognize a wounded soldier and refrain from shooting?

Technical answers to such questions are being addressed in a study for the US Army by professor
Ronald Arkin from Georgia Institute of Technology—his preliminary report is entitled Governing
Lethal Behavior: Embedding Ethics in a Hybrid Deliberative/Reactive Robot Architecture [Arkin
2007]—and other experts [e.g., Sharkey, 2008a]. In the following sections of our report, we seek to
complement that work by exploring other (mostly non-technical) dimensions of such questions,

specifically as they related to ethics and risk.

2.8 Future Scenarios

From the brief descriptions of the state of the art of robotics above, it is clear that the field is highly
dynamic. Robotics is inherently interdisciplinary, drawing from advances in computer science,
aerospace, electrical and mechanical engineering, as well as biology (to obtain models of sensing,
processing and physical action in the animal kingdom), sociology, ergonomics (to provide a basis for
the design and deployment of robot colonies), and psychology (to obtain a basis for human-robot
interaction). Hence, discoveries in any of these fields will have an effect on the design of future
robots and may raise new questions of risk and ethics. It would be useful, then, to anticipate
possible future scenarios involving military robotics in order to more completely consider issues in
risk and ethics, as follow:
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2.8.1 Sentry/Immobile Robots

A future scenario may include robot sentries that guard not only military installations but also
factories, government buildings, and the like. As these guards acquire increasing autonomy, they
may not only challenge visitors (“Who goes there?”) and ask them to provide identification but will
be equipped with a variety of sensors for this purpose: vision systems, bar code readers,
microphones, sound analyzers, and so on. Vision systems (and, if needed, fingerprint readers) along
with large graphic memories may be used to perform the identification. More importantly, the
guards will be equipped with weapons enabling them to arrest and, if necessary, to disable or kill a
potential intruder who refuses to stop and be identified. Under what conditions will such lethal
force be authorized? What if the robot confuses the identities of two people? These are only two of
the many difficult ethical questions which will arise even in such a basically ‘simple’ task as guarding

a gate and challenging visitors.

2.8.2 Ground Vehicles

We expect that future generations of Army ground vehicles, beyond the existing PackBots or
SWORDS discussed in section 2.1 above, will feature significantly more and better sensors, better
ordnance, more sophisticated computers, and associated software. Advanced software will be

needed to accomplish several tasks, such as:

(a) Sensor fusion: More accurate situational awareness will require the technical ability to assign
degrees of credibility to each sensor and then combine information obtained from them. For
example, in the vicinity of a ‘safe house’, the robot will have to combine acoustic data (obtained
from a variety of microphones and other sensors) with visual information, sensing of ground
movement, temperature measurements to estimate the number of humans within the house, and so
on. These estimates will then have to be combined with reconnaissance data (say from autonomous

flying vehicles) to obtain a probabilistic estimate of the number of combatants within the house.

(b) Attack decisions: Sensor data will have to be processed by software that considers the applicable
Rules of Engagement and Laws of War in order for a robot to make decisions related to lethal force.
It is important to note that the decision to use lethal force will be based on probabilistic calculations,
and absolute certainty will not be possible. If multiple robot vehicles are involved, the system will
also be required to allocate functions to individual members of the group, or they will be required to
negotiate with each other to determine their individual functions. Such negotiation is a current topic

of much challenging research in robotics.
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(c) Human supervision: We anticipate that autonomy will be granted to robot vehicles gradually, as
confidence in their ability to perform their assigned tasks grows. Further, we expect to see learning
algorithms that enable the robot to improve its performance during training missions. Even so, there
will be fundamental ethical issues. For example, will a supervising warfighter be able to override a
robot’s decision to fire? If so, how much time will have to be allocated to allow such decisions? Will
the robot have the ability to disobey a human supervisor’s command, say in a situation where the
robot makes the decision not to release a missile on the basis that its analysis leads to the conclusion
that the number of civilians (say women and children) greatly exceeds the number of insurgents in

the house?

2.8.3 Aerial Vehicles

Clearly, many of the same consideration that apply to ground vehicles will also apply to UFVs, with
the additional complexity that arises from moving in three degrees of freedom, rather than two as
on the surface of the earth. Hence, the UFV must sense the environment in the x, y, and z directions.
The UFV may be required to bomb particular installations, in which case it will be governed by similar
considerations to those described above. However, there may be others: for instance, an aircraft is
generally a much more expensive system than a small ground vehicle such as the SWORDS. What
evasive action should the vehicle undertake to protect itself? It should have the ability to return to
base and land autonomously, but what should it do if challenged by friendly aircraft? Are there
situations in which it may be justified in destroying friendly aircraft (and possibly killing human pilots)
to ensure its own safe return to base? The UFV will be required to communicate with UGVs and to
coordinate strategy when necessary. How should decisions be made if there is disagreement
between airborne and ground vehicles? If there are hybrid missions that include both piloted and

autonomous aircraft, who is in charge?

These are not a trivial question, since contemporary aircraft move at very high speeds, making the
length of time required for decisions inadequate for human cognitive processes. In addition, vehicles
may be of vastly different size, speed and capability. Further, under what conditions should a UFV be
permitted to cross national boundaries in the pursuit of an enemy aircraft? Since national
boundaries are not painted on the ground, the robot aircraft will have to rely on stored maps and

GPS measurements, which may be faulty.

2.8.4 Marine Vehicles

Many of the same challenges that apply to airborne vehicles also apply to those traveling under
water. Again, they must operate in multiple degrees of freedom. In addition, the sensory abilities of
robot submarines will be quite different from those of ground or air vehicles, given the properties of

water. Thus, sonar echoes can be used to identify the presence of underwater objects, but these
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signals require interpretation. Assume that the robot submarine detects the presence of a surface
vessel, which is presumed to carrying enemy weapons, as well as civilian passengers: under what
conditions should the robot submarine launch torpedoes to destroy the surface vessel? It may be
much more difficult to estimate the number of civilians aboard an iron ship than those present in a

wooden house. How can the robot make intelligent decisions in the absence of critical information?

It is evident that the use of autonomous robots in warfare will pose a large number of ethical
challenges. In the next sections, we discuss some programming approaches and their relationship to
ethical theories, issues related to responsibility and law (including LOW/ROE), and expand on the

various ethical and risk issues we have raised in the course of this report.
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3. Programming Morality
|

What role might ethical theory play in defining the control architecture for semi-autonomous and
autonomous robots used by the military? What moral standards or ethical subroutines should be
implemented in a robot? This section explores the ways in which ethical theory may be helpful for

implementing moral decision making faculties in robots.*

Engineers are very good at building systems to satisfy clear task specifications, but there is no clear
task specification for general moral behavior, nor is there a single answer to the question of whose
morality or what morality should be implemented in Al. However, military operations are conducted
within a legal framework of international treaties as well as the nation’s own military code. This
suggests that the rules governing acceptable conduct of personnel might perhaps be adapted for
robots; one might attempt to design a robot which has an explicit internal representation of the rules

and strictly follows them.

A robotic code would, however, probably need to differ in some respects from that for a human
soldier. For example, self-preservation may be less of a concern for the robotic system, both in the
way it is valued by the military and in its programming. Furthermore, what counts as a strictly
correct interpretation of the laws in a specific situation is itself likely to be a matter for dispute, and
conflicts among duties or obligations will require assessment in light of more general moral
principles. Regardless of what code of ethics, norms, values, laws, or principles are adopted for the
design of an artificial moral agent (AMA), whether the system functions successfully will need to be

evaluated through externally-determined criteria and testing.

3.1 From Operational to Functional Morality

Safety and reliability have always been a concern for engineers in their design of intelligent systems
and for the military in its choice of equipment. Remotely-operated vehicles and semi-autonomous
weapons systems used during military operations need to be reliable, and they should be destructive
only when directed at designated targets. Not all robots utilized by the military will be deployed in
combat situations, however, establishing as a priority that all intelligent systems are safe and do no

harm to (friendly) military personnel, civilians, and other agents worthy of moral consideration.

* We thank and credit Wendell Wallach and Colin Allen for their contribution to many of the discussions here, drawn
from their new book Moral Machines: Teaching Robots Right from Wrong (Oxford University Press, 2008).
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When robots with even limited autonomy must choose from among different courses of action, the
concern for safety is transmuted into the need for the systems to have a capacity for making moral
judgments. For robots that operate within a very limited context, the designers and engineers who
build the systems may well be able to discern all the different options the robot will encounter and
program the appropriate responses. The actions of such a robot are completely in the hands of the
designers of the systems and those who choose to deploy them; these robots are operationally
moral. They do not have, and presumably will not need, a capacity to explicitly evaluate the
consequences of their actions. They will not need to evaluate which rules apply in a particular

situation, nor need to prioritize conflicting rules.

However, three factors suggest that operational morality is not sufficient for many robotic
applications: (1) the increasing autonomy of robotic systems; (2) the prospect that systems will
encounter influences that their designers could not anticipate because of the complexity of the
environments in which they are deployed, or because the systems are used in contexts for which
they were not specifically designed; and (3) the complexity of technology and the inability of systems

engineers to predict how the robots will behave under a new set of inputs.

The choices available to systems that possess a degree of autonomy in their activity and in the
contexts within which they operate, and greater sensitivity to the moral factors impinging upon the
course of actions available to them, will eventually outstrip the capacities of any simple control
architecture. Sophisticated robots will require a kind of functional morality, such that the machines
themselves have the capacity for assessing and responding to moral considerations. However, the
engineers that design functionally moral robots confront many constraints due to the limits of
present-day technology. Furthermore, any approach to building machines capable of making moral
decisions will have to be assessed in light of the feasibility of implementing the theory as a computer

program.

In the following, we will briefly examine several major theories—deontological (rule-based) ethics,
consequentialism, natural law, social contract ethics, and virtue ethics—as possible ethical
frameworks in robots. (A complete discussion of these theories and their relative plausibility is
beyond the scope of this report and can be readily found in philosophical literature [e.g. University of
San Diego, 2008].)

First, let us dismiss one important possibility: ethical relativism, or the position that there is no such
thing as objectivity in ethical matters, i.e., what is right or wrong is not a matter of fact but a result of
individual or cultural preferences. Even if it were true that ethics is relative to cultural preferences,
this would have no bearing on a project to develop autonomous military robots, since the US military

and its code of ethics would be the standard for our robots anyway, as opposed to programming
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some other nation’s morality into our machines. Further, we can expect that such robots will be
employed only in specific environments, at least for the foreseeable future, which suggests a more
limited, practical programming approach; so a broad or all-encompassing theory of ethics is not

immediately urgent, and thus we need not settle the question of whether ethics is objective here.

That is, the idea of an autonomous general- or even multi-purpose robot (which might require a
broad framework to govern a full range of possible actions) is much more distant than the possibility
of an autonomous robot created for specific military-related tasks, such as patrolling borders or
urban areas, or exercising lethal force in a carefully circumscribed battlefield. Given the limited
operations of such robots, the initial ethical task will be sufficient to simply program in the suitable
basic, relevant rules. In the next section, we will delineate the Laws of War and Rules of Engagement
that would govern the robot’s behavior; these laws already are established and codified, making
programming easier (in theory). We will also offer challenges and further difficulties related to the
approach of using the LOW and ROE as an ethical framework, and discuss longer-term issues that

may arise as robots have greater autonomy and responsibility.

3.2 Overview: Top-Down and Bottom-Up Approaches

The challenge of building artificial moral agents (AMAs) might be understood as finding ways to
implement abstract values within the control architecture of intelligent systems. Philosophers
confronted with this problem are likely to suggest a top-down approach of encoding a particular
ethical theory in software. This theoretical knowledge could then be used to rank options for moral
acceptability. Psychologists confronted with the problem of constraining moral decision-making are
likely to focus on the way a sense of morality develops in human children as they mature into adults.
Their approach to the development of moral acumen is bottom-up in the sense that it is acquired
over time through experience. The challenge for roboticists is to decide whether a top-down ethical
theory or a bottom-up process of learning is the more effective approach for building artificial moral

agents.

The study of ethics commonly focuses on top-down norms, standards, and theoretical approaches to
moral judgment. From Socrates’ dismantling of theories of justice to Kant’s project of rooting
morality within reason alone, ethical discourse has typically looked at the application of broad
standards of morality to specific cases. According to these approaches, standards, norms, or

principles are the basis for evaluating the morality of an action.

The term ‘top-down’ is used in a different sense by engineers, who approach challenges with a top-
down analysis through which they decompose a task into simpler subtasks. Components are

assembled into modules that individually implement these simpler subtasks, and then the modules
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are hierarchically arranged to fulfill the goals specified by the original project.

In our discussion of machine morality, we use ‘top-down’ in a way that combines these two
somewhat different senses from engineering and ethics. In our broader sense, a top-down approach
to the design of AMAs is any approach that takes a specified ethical theory and analyzes its
computational requirements to guide the design of algorithms and subsystems capable of

implementing that theory.

In the bottom-up approaches to machine morality, the emphasis is placed on creating an
environment where an agent explores courses of action and is rewarded for behavior that is morally
praiseworthy. In this manner, the artificial agent develops or learns through its experience. Unlike
top-down ethical theories, which define what is and is not moral, ethical principles must be
discovered or constructed in bottom-up approaches. Bottom-up approaches, if they use a prior
theory at all, do so only as a way of specifying the task for the system, and not as a way of specifying

an implementation method or control structure.

Engineers would find this top-down/bottom-up dichotomy to be rather simplistic given the
complexity of many engineering tasks. However, the concepts of top-down and bottom-up task
analysis are helpful in that they highlight two different roles for ethical theory in facilitating the
design of AMAs.

3.3 Top-Down Approaches

Are ethical principles, theories, and frameworks useful in guiding the design of computational
systems capable of acting with some degree of autonomy? Can top-down theories—such as
utilitarianism, or Kant’s categorical imperative, or even Asimov’s laws for robots—be adapted

practically by roboticists for building AMAs?

Top-down approaches to artificial morality are generally understood as having a set of rules that can
be turned into an algorithm. These rules specify the duties of a moral agent or the need for the
agent to calculate the consequences of the various courses of action it might select. The history of
moral philosophy can be viewed as a long inquiry into the adequacy of any one ethical theory; thus,
selecting any particular theoretical framework may not be adequate for ensuring an artificial agent
will behave acceptably in all situations. However, one theory or another is often prominent in a
particular domain, and for the foreseeable future most robots will function within limited domains of

activity.
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3.3.1 Top-Down Rules: Deontology

A basic grounding in ethical theory naturally begins with the idea that morality simply consists in
following some finite set of rules: deontological ethics, or that morality is about simply doing one’s
duty. Deontological (duty-based) ethics presents ethics as a system of inflexible rules; obeying them
makes one moral, breaking them makes one immoral. Ethical constraints are seen as a list of either
forbidden or permissible forms of behavior. Kant’s Categorical Imperative (Cl) is typical of a

deontological approach, as follows in its two main components:

Cl(1) — This is often called the formula of universal law (FUL), which commands: “Act only in
accordance with that maxim through which you can at the same time will that it become a universal
law” [Kant, 1785, 4:421]. Alternatively, the ClI also has been understood as that the relevant

legislature should pass such a law mandating my action, i.e., a ‘Universal Law of Nature.’

A maxim is a statement of one’s intent or rationale: it is the answer to the query about why one did
what was done. So Kant asserts that the only intentions that are moral are those that could be
universally held; partiality has no place in moral thought. Kant also asserts that when we treat other
people as a mere means to our ends, such action must be immoral; after all, we ourselves don’t wish
to be treated that way. Hence, when applying the Cl in any social interaction, Kant provides a second

formulation as a purported corollary:

Cl(2) — Variously called the Humanity formulation of the Cl, or the Means-Ends Principle, or the
formula of the end in itself (FEI), it commands: “So act that you use humanity, whether in your own
person or in the person of any other, always at the same time as an end, never merely as a means”
[Kant, 1785, 4:429]. One could never universalize the treatment of another as a mere means to
some other ends, claims Kant, in his explanation that CI(2) directly follows from CI(1). This
formulation is credited with introducing the idea of ‘respect’ for persons; that is, respect for
whatever it is that is essential to our Humanity, for whatever collective attributes are required for

human dignity [Johnson, 2008].

A Kantian deontologist thus believes that acts such as stealing and lying are always immoral, because
universalizing them creates a paradox. For instance, one cannot universalize lying without running
into the ‘Liar’s paradox’ (that it cannot be true that all statements are a lie); similarly, one cannot
universalize stealing property without undermining the very concept of property. Kant’s approach is

widely influential but has problems of applicability and disregard for consequences.

3.3.2 Asimov’s Laws of Robotics

Another deontological approach often comes to mind in investigating robot ethics: Asimov’s Three
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Laws of Robotics (he later added a fourth or “Zeroth Law’) are intuitively appealing in their simple
demand to not harm or allow humans to be harmed, to obey humans, and to engage in self-
preservation. Furthermore, the laws are prioritized to minimize conflicts. Thus, doing no harm to
humans takes precedence over obeying a human, and obeying trumps self-preservation. However,
in story after story, Asimov demonstrated that three simple hierarchically-arranged rules could lead
to deadlocks when, for example, the robot received conflicting instructions from two people or when

protecting one person might cause harm to others.

The original version of Asimov’s Three Laws of Robotics are as follows: (1) a robot may not injure a
human being or, through inaction, allow a human being to come to harm; (2) a robot must obey
orders given to it by human beings, except where such orders would conflict with the First Law; (3); a
robot must protect its own existence as long as such protection does not conflict with the First or
Second Law [Asimov, 1950].

AsimoV’s fiction explored the implications and difficulties of the Three Laws of Robotics. It
established that the first law was incomplete as stated, due to the problem of ignorance: a robot was
fully capable of harming a human being as long as it did not know that its actions would result in (a
risk of) harm, i.e., the harm was unintended. For example, a robot, in response to a request for
water, could serve a human a glass of water teeming with bacterial contagion, or throw a human
down a well, or drown a human in a lake, ad infinitum, as long as the robot was unaware of the risk
of harm. One solution is to rewrite the first and subsequent laws with an explicit knowledge-
qualifier: “A robot may do nothing that, to its knowledge, will harm a human being; nor, through
inaction, knowingly allow a human being to come to harm” [Asimov, 1957]. But a clever criminal
could divide a task among multiple robots, so that no one robot could even recognize that its actions
would lead to harming a human, e.g., one robot places the dynamite, another attaches a length of
cord to the dynamite, a third lights the cord, and so on. Of course, this simply illustrates the problem
with deontological, top-down approaches, that one may follow the rules perfectly but still produce

terrible consequences.

An additional difficulty is that the degree of risk makes a difference too, e.g., should robots keep
humans from working near X-ray machines because of a small risk of cancer, and how would a robot
decide? (Section 6 on risk assessment will explore this topic further). The ‘through inaction’ clause
of AsimovV’s first law raises another issue: Wouldn’t a robot have to constantly intervene to minimize
all sorts of risks to humans, and never be able to perform its primary tasks? Asimov considers a
modified First Law to solve this issue: (1°) A robot may not harm a human being. Removing the First
Law’s ‘inaction’ clause solves this problem, but t does so at the expense of creating an even greater
one: a robot could initiate an action which would harm a human (for example, initiating an automatic

firing sequence, then watching a noncombatant wander into the firing line) knowing that it was
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capable of preventing the harm (by ceasing the automatic firing), but it may nevertheless fail to do

so since it is now not strictly required to act.

Asimov later added a Zeroth Law [Asimov, 1985]—so named to continue the pattern of lower-
numbered laws superseding in importance the higher-numbered laws—so that the Zeroth Law had
highest priority and must not be broken: (0) a robot may not harm all humanity or, through inaction,
allow humanity to come to harm. This would allow a robot to harm individual humans, if so doing
prevented an ‘existential threat’ to all humanity. But how could a robot determine when such a

threat exists, and hence killing individual humans to prevent it is permitted?

3.3.3  Fixing Asimov’s laws

Other authors have attempted to fix other ambiguities and loopholes in the rules Asimov devised, in
order to prevent disastrous scenarios that nonetheless satisfied laws numbered 0-3. For example,
Lyuben Dilov [1974] introduced a Fourth Law of Robotics to avoid misunderstandings about what
counts as a human and as a robot: (4) a robot must establish its identity as a robot in all cases. This
law is sometimes stated as the slightly different: (4°). A robot must know it is a robot. Others [e.g.
Harrison, 1989] have also argued for a Fourth Law that requires robots to reproduce, as long as such

reproduction does not interfere with laws 1-3.

AsimoV’s literary exercise was illustrative of a limitation inherent in any rule-based morality: What
does the robot do when there are conflicts between the rules? Should rules function as hard
restraints? Or can the rules function as guidelines where the system is designed to factor in an array
of prima facie duties in the actions it considers? Will this open the door to robotic behavior that
should be prohibited? Perhaps the biggest challenges confronting designers of rule-based robots or
AMA:s is how the system will recognize those situations that require application of the rules, and how
to ensure that the robot has access to all the information it needs in order to apply rules
appropriately. How would a robot programmed with the First Law know, for example, that a medic
or surgeon welding a knife over a fallen fighter on the battlefield is not about to harm the soldier?
The robot would need to understand a great deal about context, exceptions to rules, and human

psychology; and its knowledge base would need to be updated regularly.

Roger Clarke [1994] attempted to update and fix Asimov’s laws, in what he called “An Extended Set
of the Laws of Robotics”:

“The Meta-Law: A robot may not act unless its actions are subject to the Laws of Robotics.
Law Zero: A robot may not injure humanity, or, through inaction, allow humanity to come to

harm.
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Law One: A robot may not injure a human being, or, through inaction, allow a human being
to come to harm, unless this would violate a higher-order Law.

Law Two: A robot must obey orders given it by human beings, except where such orders
would conflict with a higher-order Law; a robot must obey orders given it by
superordinate robots, except where such orders would conflict with a higher-order Law.

Law Three: A robot must protect the existence of a superordinate robot as long as such
protection does not conflict with a higher-order Law; a robot must protect its own
existence as long as such protection does not conflict with a higher-order Law.

Law Four: A robot must perform the duties for which it has been programmed, except where

that would conflict with a higher-order law.

The Procreation Law: A robot may not take any part in the design or manufacture of a robot

unless the new robot’s actions are subject to the Laws of Robotics.”

Clarke admits that his revised laws still face serious problems, including the identification of and
consultation with stakeholders and how they are affected, as well as issues of quality assurance,
liability for harm resulting from either malfunction or proper use, and complaint-handling, dispute-
resolution, and enforcement procedures. Our discussion of product liability in section 5 will address

many of these concerns.

There are additional problems that occur when moral laws for robots are given in the military
context. To begin with, military officers are aware that if codes of conduct or Rules of Engagement
are not comprehensive, then proper behavior cannot be assured. One difficulty lies in the fact that
as the context gets more complex, it becomes impossible to anticipate all the situations that soldiers
will encounter, thus leaving the choice of behavior in many situations up to the best judgment of the
soldier. The desirability of placing machines in this situation is a policy decision that is likely to

evolve as the technological sophistication of AMAs improves.

Unfortunately, there are yet further problems: most pertinently, even if their glitches could be
ironed out, Asimov’s laws will remain simply inapplicable to the military context, as it is likely that
autonomous military robots will be asked to exercise lethal force upon humans in order to attain
mission objectives, thereby violating Asimov’s First Law. A further problem, called ‘rampancy’,
involves the possibility that an autonomous robot could overwrite its own basic programming and
substitute its own new goals for the original mission objectives (e.g., the movie Stealth). That leads
us to a final and apparently conclusive reason why deontological ethics cannot be used for
autonomous military robots: it is incompatible with a ‘slave morality’, as addressed in the following

discussion (and further in section 6).
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3.3.4  Slavery: A Crucial Problem for Deontology and Robotic ethics

One further problem, specific to robotics, with deontological ethics is the problem of ‘slave morality.’
Robots in the military would be presumably programmed to follow commands slavishly, and not
exhibit anything like true Kantian autonomy. Indeed, the term ‘robot’ is derived from the Czech
word ‘robota’ that means ‘servitude’ or ‘drudgery’ or ‘labor’ (see ‘Appendix A: Definitions’). Such
robots could make autonomous choices about the means to carrying out their pre-programmed
goals, but not about the goals themselves; they could not choose their own goals for themselves, but
they would always be expected to have the goal of obeying orders given by their military

commander.

That would collapse (from a deontological perspective) all questions about their ethics into simply
questions about the ethics of the military commander, and mutatis mutandis for any other use of
autonomous robots as slaves. Such an approach would then claim that there is actually no such
thing as robot ethics; there are only the ethics of those who command robots. But the concerns with
robot ethics crucially concern the consequences of using them—a concern a strict deontological
ethics cannot countenance as it insists that one must obey the rules, no matter the consequences.
And of course, a key objection (that will affect both deontological and utilitarian ethics) is the
plausible skeptical claim that no finite set of rules can ever guarantee ethical behavior in all cases, or
at least where the set of possible behaviors is large or practically unlimited. Before addressing that
critique, let us examine perhaps the most important objection to deontology (and the resulting
alternative approach)—that consequences matter morally, and simply following the rules is morally

wrong if it leads to bad outcomes.

3.3.5  Top-Down Approaches: Utilitarian Consequentialism

Utilitarianism represents another attempt to bypass conflicts between rules through an overriding
top-down principle that can be applied to all situations. However, with respect to computability, this
approach stresses the importance of the outcomes (consequentialism) arising from an action.
Consequentialist approaches to ethics focus on achieving the best possible outcomes in various
situations, and hence typically disdain rigid rules that specify unchanging duties. For example,
utilitarianism—the primary consequentialist theory— proposes that an agent should calculate the
net consequences arising from the various available courses of action, and then select the action that
offers ‘the greatest good for the greatest number.” This is a familiar, pragmatic theory in that many
policy and business decisions seem to be determined by a weighing of reasons for and against a
particular action, and it suggests a simple algorithm for calculating what action one ought to take in a

given situation.
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However, this approach is not as computationally tractable as it might appear. Practically, there is
the calculational objection: it is an impossible demand to calculate the utility of every action; thus,
utilitarianism makes moral evaluation impossible, as even the short-term consequences of most
actions are impossible to accurately forecast, much less the long-term consequences. Problems of
how utility might be represented within a computational system, how broadly the consequences of
actions should be analyzed, and which agent’s welfare should be included in the calculation need to
be resolved in order to bring a utilitarian analysis to a successful conclusion. Given limitations of
available information, the breadth of variables impinging upon a complex set of interrelated agents,
and therefore an inability to accurately predict the consequences of an action, such a calculation
poses a tremendous computation load on even the fastest systems. A utilitarian robot may fail to

determine which course of action is most acceptable within the time allotted.

But if utility is incalculable, and one’s obligation is to maximize utility, much of the theory’s value
seems to disappear. Worse, there are further objections to utilitarianism: the absurd implications
objection would, for example, point to some scenario in which a lie is just as moral as truth, if the
consequences are the same. Even more fundamental are objections based on (in)justice. For
example, the scapegoating objection would point out that maximizing utility may demand injustice,
such as executing an innocent person to prevent a riot that would have resulted in deaths and
economic damage. This is to say that utilitarianism, at least in its basic form, cannot readily account
for the notion of rights and duties nor moral distinctions between, e.g., killing versus letting die or

intended versus merely foreseen deaths (assuming we think such notions and distinctions exist).

Whether deontological or consequentialist/utilitarian, each of the single-principle top-down theories
suffers from a version of the frame problem—that is, it requires an impossible computational load
due to the requirements for knowledge of the relevant effects of action in the world, the difficulty of
estimating the sufficiency of the initial information, and knowledge about the psychology of agents.
Nevertheless, humans appear to apply rough and ready top-down evaluations in their selection of
courses of action, and so might a robotic system, particularly if the goal is not to create a perfect

system but only one that makes better (or just as good) decisions than humans do.

Top-down theories combine strength in defining ethical criteria with a breadth that can be applied to
countless challenges. The price of this strength lies in the goals either being defined so vaguely and
abstractly that their meaning and their application to specific situations is debatable, or they are

defined so rigidly that they fail to produce decisions that are appropriately sensitive to new context.

3.4 Bottom-Up Approaches

The bottom-up approaches to building AMAS are inspired by three sources: (1) the tinkering by
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engineers as they optimize system performance, (2) evolution, and (3) learning and development in
humans. Bottom-up approaches fall within two broad categories: the assembling of systems with
complex faculties out of discrete subsystems, and the emergence of values and patterns of behavior

in a more holistic fashion, as in artificial life experiments and connectionist networks.

A variety of discrete subsystems are being developed by computer scientists that could potentially
contribute to the building of artificial moral agents. Not all of these subsystems are explicitly
designed for moral reasoning. For example, learning algorithms, affective sensors, and social
mechanisms might all contribute to the moral acumen of a robot. But computer scientists who wish
to build robots with higher-order faculties out of discrete subsystems are confronted with a difficult,
and perhaps insurmountable, challenge of assembling components into a functional whole. Whether
the aggregation of discrete skill sets will lead to the emergence of higher-order cognitive faculties—
including emotional intelligence, moral judgment, and consciousness—can only be known once

roboticists go through the exercise of building the systems.

3.4.1 Optimizing Performance

Various trial-and-error techniques are available to engineers for progressively tuning components so
that the system approaches or surpasses the performance criteria. Bottom-up approaches to ethics
treat normative values as being implicit in the activity of agents rather than explicitly articulated (or
even articulatable) in terms of a general theory. Engineers commonly define tasks atheoretically
using a performance measure, such as winning chess games, passing the Turing test, walking across a
room without stumbling, and so on. Even without a theory of the best way to decompose the task
into subtasks, engineers can achieve a high level of performance on many tasks. Sometimes a post
hoc analysis of the system can produce a theory or specification of how the subtasks yield results.
But often the results of such an analysis do not correspond to the kind of decomposition suggested

by a priori theorizing.

3.4.2 Evolution

Evolution has inspired an array of approaches for developing artificial intelligence from artificial life
experiments (Alife) to genetic algorithms and to evolutionary robotics. The theory of evolution has
suggested to engineers a model for self-selecting and self-organizing systems that strive toward the
optimization of some performance criteria, such as the maximization of profits. The power of
evolution is tapped into by selecting those agents, from a collection of similar agents, that are most
successful at optimizing a specified fitness (performance) criterion. The selected agents serve as
parents that are modified and recombined (using a process that is analogous to sexual reproduction)
to produce a new generation of agents. This new generation is tested, the best performers selected,

and they in turn breed, and so forth. This basic strategy has been successful for producing agents
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suited to a wide variety of tasks.

Two ideas contribute to the belief that evolutionary strategies would be helpful for eliciting moral
behavior in agents. The first is the contention by game theorists and evolutionary psychologists that
moral propensities, such as cooperation and care of the young, may have emerged during the course
of evolution are partially encoded in genes and potentially reproducible in simulations of evolution
within computer environments. However, as Rodney Brooks has noted, experiments in Alife “have
not taken off by themselves in the ways we have come to expect of biological systems” [Brooks,
2002]. The second influencing idea is that optimizing moral performance might be used as the
fitness criteria for selecting the best agents. The difficulty with this strategy lies in how the fitness
criteria would be represented in a computational system. The slogan ‘survival of the most moral’
highlights the problem of saying what ‘most moral’ amounts to in a non-circular (and
computationally tractable) fashion.

3.4.3 Learning and Development

Alan Turing was the first to broach the idea that artificial intelligence (Al) should try to mimic child
development. In 1950 he wrote: “Instead of trying to produce a programme to simulate the adult
mind, why not rather try to produce one which simulates the child's? If this were then subjected to

an appropriate course of education one would obtain the adult brain” [Turing, 1950].

Jean Piaget, Lawrence Kohlberg, Carol Gilligan and others have proposed developmental theories
regarding the way in which children learn about morality [Murray, 2008]. These theories have been
adapted into curricula that facilitate the moral development of children. This suggests the possibility
that a learning robot might be taken through a similar educational program. However, while
machine learning is an important area of research, the algorithms and techniques presently available
are not robust enough for such a sophisticated educational project. For the immediate future,

machine-learning techniques are likely to be quite rudimentary.

3.4.4  The Value and Limits of Bottom-up Approaches

Individual subsystems can be quite brittle in their performance. However, when integrated
successfully, these components can give rise to complex dynamic systems with a range of choices or
optional responses to external conditions and pressures. Bottom-up engineering thus holds the
promise of a kind of dynamic morality where, as conditions change, the ongoing feedback from
different mechanisms facilitates varied responses. It ties into a movement within ethics termed
‘particularism’, which asserts that no general laws or rules are possible, and each ethical situation is

unique.
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But the weakness of bottom-up approaches for developing AMAs lies in not knowing which goals to
use for evaluating choices and actions as contexts and circumstances change. Bottom-up systems
work best when they are directed at achieving one clear goal. When the system has more than one
goal, or when the available information is confusing or incomplete, bottom-up engineering is less

likely to provide a clear choice or course of action.

3.5 Supra-Rational Faculties

In order to function as moral agents, robots that interact with humans within dynamic multi-agent
contexts may require other skill sets in addition to being rational. Which skills the agent will need
will vary depending upon the robot’s tasks and goals. For example, tasks that socially-viable robots
will perform can require emotional intelligence, knowledge about social customs, and the non-verbal
cues used to communicate essential information. In addition, the capacity to appreciate and
respond to moral challenges may also depend upon the robot having semantic understanding,
consciousness, a theory of mind (the ability to deduce the intentions, desires, and goals of others),
and perhaps even the capacity to feel pain or empathy. These additional faculties are a tall order for

roboticists, although each has already stimulated interesting lines of research that are under way.

Algorithms for reasoning about moral challenges will not lead to appropriate behavioral responses
unless the robot has access to the background information describing the situation, the ability to
discern which information is essential and which inputs are of ethical concern, and the capacity to
recognize inherent and potential conflicts arising from the competing interests of the various agents.
In other words, the engineer must determine what the information requirements are for a system
making moral decisions. What will the system need to know in order to make an informed decision?

What input devices and sensors will it need to get access to this information?

Supra-rational faculties—such as emotions, being embodied in the world, social skills, and
consciousness— represent ways that humans get access to essential information that must be
factored into ethically-significant choices. Sensory experience and social mechanisms contribute to
various refinements of behavior that people expect from each other; they also will be necessary for
robots that function to a high degree of competence in social contexts. While robots will not
necessarily need to emulate the full array of human faculties, the more sophisticated systems will
need mechanisms that provide a similar appreciation of complex social contexts. Furthermore,
communicating through facial expressions, gestures, vocal intonation and prosody, and other verbal
and non-verbal cues will be helpful in conveying the robot’s intentions and facilitating cooperation

with humans. This will, in turn, help humans to perceive the robot as being trustworthy.

Given that morally intelligent behavior may require much more than being rational, the challenge of
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building AMAs is, from this perspective, a problem of moral psychology, not moral calculation. For
designers of morally intelligent systems, the challenge is not how to give them abstract theoretical
knowledge but how to develop robots that embody the right tendencies in their reactions to the

world and other agents in that world.

3.6 Hybrid Systems

Moral judgment in humans is a hybrid of both (1) bottom-up mechanisms shaped by evolution and
learning and (2) top-down criteria for reasoning about ethical challenges. Eventually, we may be
able to build morally intelligent robots that maintain the dynamic and flexible morality of bottom-up
systems capable of accommodating diverse inputs, while subjecting the evaluation of choices and
actions to top-down principles. The prospect of developing virtuous robots offers one venue for

considering the integration of top-down, bottom-up, and supra-rational mechanisms.

3.6.1 Virtue Ethics: The Virtuous Robot

There is a foundational critique of all procedural ethics, i.e., any approach that claims morality is
determined by following the proper rules. Many contemporary ethicists claim that all procedural
ethics fail, because so many theorists have explicitly abandoned the ideas that in ethics: (a) the rules
would amount to a decision procedure for determining what the right action would be in any
particular case; and (b) the rules would be stated in such terms that any non-virtuous person could

understand and apply them correctly.

In robotics, so-called ‘friendliness theory’ attempts to deal with this conundrum: rather than using
any finite set of top-down rules or laws, intelligent machines should be programmed to be basically
altruistic, and then use machine learning in various settings to create a kind of ‘best judgment’ in
how to carry out properly altruistic actions. This approach sidesteps the fundamental calculational
and programming problem of how to account for a vast number of unforeseeable eventualities.
However, this theory has a problem with military robots: we would not want them to always act
altruistically towards some humans. In fact, we would want them to be able to kill the right humans
and not the wrong (friendly) ones. Therefore, we need an approach that enables machines to use a
basic top-down program plus bottom-up machine learning to be able to function excellently in its
military roles and without malfunctioning; it should be fierce towards its enemies, helpful to its
allies, and reliable in discerning the difference, including in situations unforeseen by its

programmers. What ethical approach can accomplish all this?

Perhaps the most viable hybrid approach that avoids the conflict between duties and consequences,

and incorporates both warrior fierceness towards enemies and a gentle kindness towards comrades,
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is virtue ethics: an approach that sees ethics, not in terms of what rules should be followed, but in
terms of what kind of character an agent has—does one have a virtuous character, or is one full of
vice? For virtue ethics, morality is not a function of actions but of character. That is, one’s actions
do not constitute one’s morality but rather reveal it: ethics is agent-centered, not act-centered. The
proper moral question is not “what rule should | follow?”, or “what rules apply to this act”, but
instead “what sort of person will | reveal myself to be (or become) if this is the sort of thing | do?”

What would doing this act say about my character?

While virtue theorists differ in their list of virtues, they take their lead from Aristotle in recognizing
that the virtues are acquired developmentally through experience and the cultivation of good habits.
This emphasis on developing the virtues can be understood as bottom-up learning, while, at least in
theory, it is possible to consider the virtues as top-down patterns for evaluating actions programmed
into a robot. Because virtue is an ‘excellence’ and defined in terms of the roles one plays, it is
inescapably context-dependent; no single rule or set of rules will be able to dictate what different
persons (or robots) in different roles will need to do in different situations. Moral criteria are
thereby objective but not categorical rules; instead, they are what Kant called ‘hypothetical

imperatives’ linking good means to good ends [Foot, 1972].

Because the virtues are objectively-beneficial habits for proper functioning, but are role dependent,
the objective list of virtues for firemen will be different than the list for auditors or salesmen or
soldiers, and so on. Only the most generic virtues—e.g., wisdom, honesty, empathy, justice, etc.—
will apply to all social roles. Professional codes are then best understood as list of virtues for a
particular social role, rather than a list of rules to follow. Thus, following Solomon [1988], we can say
that good eyesight is a virtue in a rifleman; it is a virtue because it helps in achieving the purposes or
goals of a rifleman. But while the lack of a properly developed conscience might be thought of as a
virtue in a hitman understood narrowly within that particular social role, it is not a virtue in a person
simply described as a person, within the all-encompassing set of social roles we call human life. A

true virtue is thus an excellence in a role that aids overall human flourishing.

3.6.2 The Top—Down Challenge and the Bottom-Up Approach

The top—down challenge for an engineer designing a robot would be to determine how to represent
virtuous patterns and motivations, and how the system would determine which virtue, or which
action representing the virtue should be called upon in a particular situation. Given the emotional
grounding of virtuous motivations in human beings, a designer of a virtuous AMA might need to
decide whether a virtuous machine would also need emotions of its own or some mechanisms

functionally similar to human emotions.

The bottom-up approach to implementing virtues in computational systems arises from the
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recognition by several theorists [e.g., DeMoss 1998; Churchland, 1995] of the similarity between
learning in connectionist networks and Aristotle’s discussion, in the Nicomachean Ethics, regarding
the way in which the virtues are acquired. Connectionist networks provide a bottom-up strategy for
building capacities through the recognition of patterns and the building of categories out of complex
inputs. Through the gradual accumulation of data, the network develops generalized responses that
go beyond the particulars on which it is trained. One difficulty with learned patterns that emerge
from connectionist systems is that they are not accompanied by explanation for why the action was

chosen.

The problems tackled by existing connectionist networks are far from the complex learning tasks
associated with moral development. However, the prospect that neural networks might be adapted
for some aspects of moral reasoning is an intriguing possibility. Neural networks offer an approach,
deserving of attention, for developing robots that embody the right tendencies in their reactions to
the world. The bottom-up development of virtuous patterns of behavior might be combined
together with a top-down implementation of the virtues as a way of both evaluating the actions and

as a vehicle for providing rational explanations of the behavior.

While many technological thresholds must be crossed before the development of a virtuous robot
becomes a serious possibility, we believe that this approach to building AMAs should be of particular
interest to the military in its long-term planning. A virtuous robot might emulate the kind of
character that the armed forces value in their personnel. Furthermore, virtues—deeply rooted in the
foundational attitudes and structures of an agent—provide a certain degree of stability, and the

prospect that officers can rely upon the performance of the artificial agents they deploy.

3.7 First Conclusions: How Best to Program Ethical Robots

A top-down approach would program rules into the robot and expect the robot to simply obey those
rules without change or flexibility. The downside, as we saw with the analogous deontological
ethics, is that such rigidity can easily lead to bad consequences when events and situations
unforeseen or insufficiently imagined by the programmers occur, causing the robot to perform badly

or simply do horrible things, precisely because it is rule-bound.

A bottom-up approach, on the other hand, depends on robust machine learning: like a child, a robot
is placed into variegated situations and is expected to learn through trial and error (and feedback)
what is and is not appropriate to do. General, universal rules are eschewed. But this too becomes
problematic, especially as the robot is introduced to novel situations: it cannot fall back on any rules
to guide it beyond the ones it has amassed from its own experience, and if those are insufficient,

then it will likely perform poorly as well.
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As a result, we defend a hybrid architecture as the preferred model for constructing ethical
autonomous robots. Some top-down rules are combined with machine learning to best approximate
the ways in which humans actually gain ethical expertise. We humans are hard-wired with various
rules through our evolutionary heritage, but these vastly underdetermine actual behavior; hence
responsible behavior builds on these underlying (largely unconscious) rules with a healthy dose of
indoctrination and peer interaction and all the other types of learning that children do. As a result, a
character evolves: a tendency to perform certain roles in the evolving ecology of social life, and

either to fail or to perform excellently in those roles.

3.7.1  Further Conclusions on Ethical Theory and Robot: Military Implications

Autonomous robots both on and off the battlefield will need to make choices in the course of
fulfilling their missions. Some of those choices will have potentially harmful consequences for
humans and other agents worthy of moral consideration. Even though the capacity to make moral
judgments can be quite complex, and even though roboticists are far from substantiating the
collection of affective and cognitive skills necessary to build AMAs, systems with limited moral
decision-making abilities are more desirable than ‘ethically blind” systems. The military’s comfort
with the robots it deploys, and ultimately the comfort of the public, will depend upon a belief that
these systems will honor basic human values and norms in their choice of actions. Given the
prospect that robotic systems can reduce the loss of personnel during combat, one can presume that
the development of autonomous robotic fighting machines will proceed. However, if semi-
autonomous and autonomous robotic systems are deployed as lethal weapons, it goes without
saying that commanders will need to be confident that the systems will only wield their destructive

might on designated targets.

The challenge for the military will reside in preventing the development of lethal robotic systems
from outstripping the ability of engineers to assure the safety of these systems. Implementing moral
decision-making faculties within robots will proceed slowly. While there are aspects of moral
judgment that can be isolated and codified for tightly defined contexts, moral intelligence for
autonomous entities is a complex activity dependent on the integration of a broad array of discrete
skills. Robots initially will be built to perform specified tasks. However, as computer scientists learn
to build more sophisticated systems that can analyze and accommodate the moral challenges posed
by new contexts, autonomous robots can and will be deployed for a broad array of military
applications. So for the foreseeable future and as a more reasonable goal, it seems best to attempt
to program a virtuous partial character into a robot and ensure it only enters situations in which its

character can function appropriately.

Theorists continue to debate whether strong artificial intelligence is possible [e.g., Searle, 1980;
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Russell and Norvig, 2003]. However, even Al systems with more limited intelligence will require some
degree of moral sensitivity in the choices and actions they take: “If there are limitations in the extent
to which scientists can implement moral decision making capabilities in Al, it is incumbent to
recognize those limitations, so that military planners do not rely inappropriately on artificial decision
makers” [Wallach et al., 2008].

For military robots, that virtuous character will likely involve ensuring that the LOW and ROE are
programmed in (which may differ from mission to mission) and steadfastly obeyed, as a proxy for a
full-fledged morality. Such an approach has several advantages. First, any problems from moral
particularism or other problems with general ethical principles (including misguided moral relativism)
are skirted. Second, the relationship of morality to legality—a minefield for ethics—is likewise
largely avoided; the LOW and ROE make clear what actions are legal and illegal for robots; and for
military situations, that can serve as a reasonable approximation to the moral-immoral distinction.
So the background of ethics for autonomous robots in the military can, at least for now, become part
of our discussion about the programmability of the LOW and ROE. What this means for how we
should program ethical robots, and the implications of this approach for the Laws of War and the

ethics of risk, is examined in the next section of this report.
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4. The Laws of War and Rules of Engagement
|

For any of the ethical frameworks we have identified in the previous section—deontological ethics,
consequentialism/utilitarianism, virtue ethics—the current state of robotics programming (the Al or
control software in robots) is not yet robust enough to fully accommodate them. Nevertheless,
understanding those ethical theories now is essential for illuminating a thoughtfully-planned path
with respect to developing ethical behavior in robots. In the meantime, for military robots, a
reasonable proxy for any such ethical theory seems to be found in the Laws of War (LOW) and Rules
of Engagement (ROE)—an alternative programming approach with several advantages, as explained
at the end of the last section; but, as we explain here, it also has its shortcomings. In this section, we
turn to the LOW and ROE, including their relation to just-war theory, and their suitability as an

interim programming solution.

4.1 Coercion and the LOW

To understand the LOW and ROE, and to evaluate their viability as a programming approach, we
must first understand their origins in just-war theory and, even more basic, the nature of warfare,

i.e., what do we need LOW and ROE in first place, and why can’t we say ‘anything goes’ in war?

War, however regrettable, has been an inescapable aspect of human life to date. Autonomous
robots have the capacity to radically change the nature of war, and perhaps even eventually lead to
its cessation. But during the ‘growing pains’ of robotics development, our autonomous machines
and systems could make the horrors of war either much better or much worse; hence, the ethics of
robotic war will be one of the most important subjects of the next decades of the future. To
understand the nature of war, we can see it as a type of forcible coercion that nations engage in as a

means of attaining their political goals. Let us define the term as follows:

Coercion. The use of force and or violence, or the threat thereof (i.e., intimidation), in order to
persuade. Coercion is a sad reality both within societies and in international affairs. Within
recognized societies, legitimate coercion is exercised by the state, through its police and judiciary, to
help restrain and deter illegitimate coercion by individuals. But in the international arena, no supra-
national institution has clear and effective coercive power over nation-states who perform
illegitimately coercive acts. Hence, states must resolve issues of illegitimate coercion amongst

themselves, often through coercion of their own. Hence, we have the phenomenon of war: armed
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conflict between states, which attempts to coerce some desired outcome in lieu of other means

(e.g., negotiations) of attaining international agreement.

Naturally, if states are engaged in legitimate forcible coercion in order to deter or punish illegitimate
coercion, then we must have some agreed upon means of distinguishing legitimate from illegitimate
coercion amongst states in war. This is called ‘just-war theory’, and it attempts to spell out when
beginning the coercion of war is morally legitimate and when it is not (termed jus ad bellum); and
further, what means of wartime coercion are morally permitted (jus in bello) and what one should do

in the aftermath of officially ending such coercion (jus post bellum).

4.2 Just-War Theory and the LOW

So, the Laws of War, also known as the Laws of Armed Conflict (LOAC), concern the legal and moral
legitimacy of practices that nations engage in during the interstate forcible coercion that we call
‘war.” As mentioned, the Laws of War are divided into three basic categories, with the first two
being of general and long-standing acceptance, but the third forming a relatively new emphasis,

albeit of increasing import in contemporary asymmetric and non-state warfare:

Jus ad bellum: Law concerning acceptable justifications to use armed force and declare war.

Jus in bello: Law concerning acceptable conduct in war, once it has begun.

Jus post bellum: Law concerning acceptable conduct following the official or declared end of a
war (including occupations and indefinite ceasefires, the acceptance of surrender, and the
treatment and release of prisoners of war (POWs) and enemy (non-)combatants after conflict

has officially ceased).

These three categories are typically (but not always) asserted to be independent; so, the morality
and legality of a state deciding to go to war (jus ad bellum)—typically a political decision made by a
state’s political leadership—have long been considered independent of the morality and legality of
one’s actions in waging war (jus in bello); the latter is typically the province of a state’s professional
military, not its political leadership. For instance, we might hold that an American soldier who
participated in the My Lai massacre was guilty of war crimes (a violation of jus in bello), but not
because the Vietnam War was itself unjust (even assuming that armed conflict was a violation of jus
ad bellum). Likewise, one might have fought a just war and done so in a just fashion, but it may still

impose unjust conditions on the vanquished, thus violating jus post bellum.
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4.3 Just-War Theory: Jus ad Bellum

A traditional emphasis of just-war theory concerns when it is morally acceptable for a state to begin
or participate in the extreme forcible coercion that is war, that is, jus ad bellum. The ancient Greeks
(Aristotle) and Romans (such as Augustine) considered these issues, but the natural law tradition
associated with Aquinas began the systematic consideration of the issue. Natural law and social
contract theorists have continued it in the work of such luminaries as Vitoria, Grotius, Locke, and
Kant; the 20% century adapted this just-war tradition in gradually creating the internationally
accepted LOW. Hence, a brief explanation of just-war theory is needed; current influential theorists
include Walzer, Orend, and O’Brien, with a rough consensus on the following as necessary conditions
for moral jus ad bellum:

a. Proper authority. War must be waged by a competent authority (normally an internationally
recognized state) for a publicly stated purpose, i.e., ‘secret wars’ are immoral. But this poses a
possible dilemma: Would then all revolutions be immoral? This requirement of jus ad bellum
has considerable difficulty in defining any non-state rebellions (including popular revolutionary
movements) as moral. Compare this to the problem of distinguishing between ‘freedom

fighters’, terrorists, and mere criminal behavior.

b. Just cause. There must be sufficient and acceptable justifications for entering war. Specifically,
the war must be in self-defense, against unjust attacks on innocent citizens or states, to restore
rights wrongfully denied and to re-establish a just order (against unjust rebellion). When a state
has forfeited its moral right to govern its people—so it is no longer a ‘minimally-just state’—
other nations may invade it in order to carry out humanitarian interventions in the self-defense
of its people, e.g., in Kosovo or Darfur. The state, no longer being minimally just, has forfeited its
own right to self-defense. Problem: In addition to the obvious challenge of determining when a
state is no longer ‘minimally just’, developments in non-state warfare, especially terrorism,

complicate this requirement.

However, offensive wars may be justified if to enforce justice for oneself. Problem: The so-called
‘Bush Doctrine’ and other policies in modern warfare that justify a preemptive war against
looming threats would fail the usual interpretation of having a just cause for war. Current
scholarship thus focuses on the proper interpretation of self-defense against a merely potential,
but not actual, threat; common criteria include the imminence and seriousness of the threat.

(See section 6 on risk assessment for more.)

3. Proportionality. The good achieved by war must be proportional to the evil of waging it.
Therefore, it is immoral to wage a massive war to remedy a small wrong (e.g., the ‘Soccer War’

of 1969 between Honduras and El Salvador).
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4. Last resort. Peaceful means of avoiding war have been exhausted, e.g., negotiations must have
been tried and have failed; thus, war is acknowledged as a last resort. Problem: This again
makes any so-called pre-emptive war problematic—after all, how can one side be sure that

negotiations have completely failed, until the other side actually attacks?

5. Reasonable success. This requirement asserts that there is no point fighting a war one cannot
possibly win. Because the cost of war is so terrible, it is immoral to fight by futile coercion with
no possibility of attaining one’s goals, since that would lead to unnecessary, useless casualties;

so one must resist in some other way.

6. Right intention. Finally, there must be a subjective as well as objective moral rightness in
entering a war. One must have the morally-correct motivation and mindset in engaging in war,
rather than illegitimate goals (e.g., revenge or economic gain) in mind. For example, to attack
the enemy in self-defense, with the intent to merely gain victory and (a lasting?) peace, would fit
the requirement of right intention; to perform exactly the same actions, but with the mindset of
merely satisfying a violent bloodlust, or gaining control of valuable properties such as oil, would

fail this requirement.

4.3.1 Robots and Jus ad Bellum

Peter Asaro [2007] raises an objection to the use of robots in war, that the development of military
robots seems to fail a jus ad bellum test, because they would embolden political leaders to wage
war; robotic soldiers would lower barriers to entering a war, since they would reduce casualties
among human soldiers and therefore also a significant political cost. Relatedly, Sparrow [2007] and
Sharkey [2007a] object to the wartime use of robots, because they would make war (more) risk-free,
at least on the deploying side, but war morally requires there be a terrible cost so that political

leaders do not choose it so casually.

Note that this argument is indirect: no one seriously contends the robots themselves, particularly if
programmed with a suitable ‘slave morality’, will themselves be directly effecting jus ad bellum
violations. Rather, autonomous robots, with their promise of fewer human casualties, will make war
less terrible and therefore more tempting, plausibly enticing political leaders to wage war more
readily. But such an argument has multiple flaws. First, to claim that robots have bad consequences
for declaring war is a consideration that would be handled by the non-consequentialist requirements
for declaring a just war: using robots or not makes no difference as to whether the war is (a) in self-
defense, (b) proportionally achieving a good greater than the evil of war, (c) a last resort, and so
forth.
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Second, if any technology (from better armor to longer-range missiles) makes it easier to enter a war
to the extent that it reduces risks on our side, these objections seem to imply that we should not
make any improvements in the way we prosecute a war and, indeed, should return to more brutal
methods (e.g., bayonets). But surely this is ridiculous or, at the least, counterintuitive. Indeed, the
increasing horrors of war have reinforced the need for jus ad bellum and jus in bello restrictions, not
undermined them. It is likely the advent of military robots will cause further sophistication in such

just-war considerations and make war ever more ethically waged, as is indeed a goal of this report.

Further, we can acknowledge that war is terrible and ought to be avoided whenever morally
possible, but at the same time we can adopt a ‘deterrence’ strategy to avoid war: to create such an
overwhelmingly-powerful military force that no one would want to risk a war with us. Granted, this
may be an unrealistic goal and may merely spark an arms race; but (so far) this approach seems to be
working reasonably well with nuclear weapons—which suggests that the dream of a ‘risk-free war’ is
unrealistic as well, and any lowering of barriers to war may be temporary at best, if even significant.
Therefore, the dream of incurring no friendly casualties in war still remains ever elusive, even if
robots are deployed on the frontlines first. (We will discuss this and other objections further in

section 7.)

4.4 Just -War Theory: Jus in Bello

There are serious issues with traditional jus ad bellum, and the doctrine will continue to evolve as the
technology and asymmetric nature of contemporary warfare change. But because this report
concentrates on robotic ethics, and especially the ethics of deploying autonomous robots by the
military, jus ad bellum issues will herein be dealt with only insofar as they affect the jus in bello use
of robots. It is exceedingly unlikely in the near- or even medium-term that robots will be in any way
responsible for declaring war or even inadvertently starting a war, and the moral use of robots in jus
post bellum situations will largely flow from the morality of using them in bello. Hence, we focus

now on the LOW and ROE for jus in bello, especially with respect to the use of autonomous robots.

4.4.1 Total War Doctrine: Is There Really a Jus in Bello?

“War is hell”, reportedly said US by General Sherman—and he destroyed infrastructure and burned
to the ground the cities and farms of civilians in Georgia on his march to the sea [Davis, 1980].
Sherman believed that, given the just cause he had in waging war, he was permitted nearly any
means to victory, including intentionally harming civilians. By World War 2, this view became known
as ‘total war’ doctrine, espoused by those who saw nothing wrong with launching V-2 rockets on the
citizens of London, or firebombing the citizens of Dresden or Tokyo, or dropping nuclear weapons on

Hiroshima and Nagasaki. This view asserts that, assuming jus ad bellum is satisfied, there are no jus
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in bello restrictions. That is, one may do whatever is needed to win the victory in a just war, in
whatever way one sees fit; our enemies have forfeited their right to any consideration by unjustly

beginning their forcible coercion, and deserve whatever they get.

The defenders of total war doctrine, as well as certain ‘realist’ interpretations of state sovereignty
and action, sometimes defend their view by taking the actual state of war to be the absence of any
moral or legal structure or standing. Accordingly, they regard the LOW as an elaborate public
relations fantasy that nations sometimes use when it suits their Realpolitik, or (less cynically) as
simply a misconceived enterprise without any actual theoretical or practical grounding. War, these
realists claim, is an inherently amoral enterprise, and the laws of the state no longer apply to those
waging war against the state, as they have rejected any social contract to abide by civil behavior;
hence, there is no basis for any moral or legal code concerning warfare. Laws and morality, it is
claimed, are only possible with a settled nation-state, in the absence of war and with the expectation
of the rule of law; an attempt to understand the morality or legality of war is then to attempt the

oxymoronic.

On this view, war (unlike usual criminal activity) occurs against the background of a complete
absence of normal law and order; hence, it becomes absurd to define ‘war crimes’ as if they
constitute a violation of the proper conduct of war operations, in analogy with how normal ‘crime’
violates the proper functioning of a peaceful civilian society. War is not merely a legally-defined
‘business by other means’ but instead is a last resort of a sovereign state whose peaceful political life
(which is the background for ‘normal’ crime) is at risk. Total war thus eliminates the usual jus in bello
distinction between combatants and noncombatants, seeing all those who help the opposing state
(or merely reside within it) as legitimate targets in a nation’s existential struggle. Total war thus
undercuts the applicability of just-war theory to the actual conduct of war: it denies the possibility of

any obligatory jus in bello restrictions.

But this view appears both unrealistic and morally indefensible. While it is true that the
international arena is not yet sufficiently similar to a well-governed state such that wars are simply
considered to be international crimes and soldiering is merely international police work, it is also
true that international relations are hardly a Hobbesian ‘war of all against all’ [Hobbes, 1651]. As
already alluded to, a rich history of customary international law has been gradually built up and
accepted by warring parties through the ages, and international institutions have gradually come to
exist which can enforce them. Throughout history, as a matter of honor, prudence, strategic
foresight, or even mercy, there have been jus in bello restrictions that acquired both moral and legal

weight.

This trend toward seeing war as an activity with rules or virtues that sanction proper and improper

behavior has only gained strength as states have acquired an institutional professional military,
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especially one independent of those making jus ad bellum decisions. This is the case even when such
professional militaries are voluntarily joined, for most if not all of the individual soldiers no longer
have a meaningful right to refuse to fight wars that they find morally objectionable, nor do they have
the moral right to fight wars in any way they see fit. Instead, professional soldiers have a code of
conduct that details their proper and improper functioning in their various roles, just as other
professions do. They cannot be meaningfully held responsible for decisions by politicians over which
they have no control; but they can be held responsible for performing their roles in war in a way the
international community recognizes as legitimate and avoiding illegitimate means of performing

those roles.

As a result, and despite (or because of) the movement toward total war in World War 2 through
indiscriminate weapons of mass destruction, arguments for total war doctrine now have a sense of
the ridiculous. The Geneva and Hague Conventions have delineated various jus ad bellum
restrictions on war ever since 1864, with major protocols added in 1977 and amendments continuing
to be debated and accepted up to the present. The international community and international law
have thus come to a widespread consensus that total war is immoral and cannot possibly be
justified. While morally waging war does legitimate the killing of those who are waging war for the
enemy, it does not legitimate mass murder (unjustified killing) of non-combatants, or worse; and
there are indeed worse things than death. War is now both too dangerous and too professionalized

to be fought so cavalierly, without rules or restrictions.

4.4.2 Traditional Jus in Bello

Total war is thus morally unacceptable; there must be jus in bello restrictions for a war to be morally
fought, which reflect the virtues of a morally-just warrior. Such a ‘warrior ethos’ [Oh, 2008] is widely
accepted among the professional military. Just-war theory thus demands a “fundamental moral
consistency between means and ends with regard to wartime behavior” [Orend, 2006, p. 105]. As
just wars are limited wars, not total wars, there will be restraints on the means of permissible
wartime coercion. And as robots themselves will not be declaring war for the foreseeable future, the
direct relevance of just-war theory for autonomous military robots will deal with how they would
conduct themselves in prosecuting military activities—and so the relevant issue is jus in bello, divided
into external rules (how a state’s military treats its enemies) and internal rules (how a state’s military

treats its own people).

Much of the just-war tradition [e.g., O’Brien, 1981] asserts only two basic necessary conditions for

the external rules of jus in bello:

1. Proportionality. Again, the military ends must be proportionate to the means: no

unnecessary violence is to be used in order to attain one’s military goal, but only a level of
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force proportionate to attaining one’s goal. To drive the enemy from a hillside, artillery
shells may be used; a nuclear weapon that obliterates the hillside and all other life within
100 square kilometers must not be used, as it would be wildly disproportionate. Robots
would need to learn how to apply force proportionate to their goal, using some operational
program that involved properly computing the minimal force necessary for military success,
i.e., using the accepted military criteria of ‘military necessity.” After testing, it is easy to
imagine that robots could perform at least as well as humans in deploying no greater violent

force than needed, and thereby passing the ‘military Turing test’ for moral deployment.

Under proportionality, Walzer and others also include other aspects of traditional jus in bello
that reject any means ‘mala in se’—that is, evil in themselves—because they violate human
rights whenever used, such as rape [Orend, 2001, p. 124]. Robots presumably can be easily
programmed to avoid such means. Proportionality also informs the moral treatment of
POWs, such as ‘benevolent quarantine’: POWs may be stripped of weapons, isolated from
fighting, and questioned; but there remains the moral requirement not to torture, beat,
starve, or medically experiment upon POWs, as agreed upon in the Hague and Geneva
Conventions. Whether or not all such protections apply to ‘enemy combatants’ in the so-
called ‘War on Terror’ is a matter of political discussion; in any case, even the current US
administration does not suggest that there are no restrictions on the treatment of ‘enemy
combatant’ prisoners. Whatever the Laws of War amount to in these cases, programming
robots to obey them poses no special problems over and above the basic problem of robot
discrimination and classification of humans into their proper jus in bello categories, and then
meting out the appropriate treatment. Thus, we see the next requirement may be trickier

for robots.

2. Discrimination and non-combatant immunity. One must attempt to discriminate between
combatants and noncombatants (civilians), and noncombatants must not be intentionally
killed. By engaging in warfare, enemy soldiers become legitimate targets of lethal force in
order to coerce their surrender and thus end their resistance to your victory; but those who
are not combatants do not forcibly oppose one’s goals in war and do not impede victory
directly. Hence, as they need not be forcibly coerced in order to attain victory, it is immoral
to do so. In short, if someone is not directly engaged in intentionally harming you, it is
morally impermissible to intentionally harm them, sometimes termed the ‘principle of self-
defense.” Hence, we can see that jus in bello prohibits weapons that are intrinsically
disproportionate, such as thermonuclear weapons in conventional wars, or those that fail to
discriminate between combatants and civilians, such as most biological or chemical
weapons—and perhaps even many modes of ‘cyberattacks’ on computer networks [Rowe,
2008].
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4.4.3  The Doctrine of the Double Effect (DDE)

We should note well that the requirement of civilian immunity is merely that noncombatants must
not be intentionally killed or harmed, not that they must not be harmed at all. The latter
requirement in practice would lead directly to pacifism, as no war yet fought or practically imagined
could guarantee a complete absence of civilian casualties. But if noncombatants can never be
legitimate targets, how can it be morally legitimate to harm and even kill them? The usual way out
of this problem of ‘collateral damage’—that in practice, all those who wage war foresee that some
noncombatants will inevitably be harmed—is to use a time-honored ethical principle (originating
from natural law ethics) called the Doctrine of the Double Effect (DDE) that is a central principle in

both the LOW and the specific ROE that the military specifies for each mission, as defined:

Doctrine of the Double Effect. In the DDE, an action may be morally permissible, even if it is
foreseen that it will cause a bad effect, if certain conditions are met [MclIntyre, 2004]:

a. The actitself is not morally wrong (e.g., killing combatants in wartime);

b. The good effect is produced directly by the action, and not by the bad effect (e.g., winning is
produced by killing of the enemy combatants, not by terrorizing or murdering civilians; the
use of nuclear weapons or widespread chemical/ biological dispersal (as in terrorism) fail
this criterion);

c. The good effect is sufficiently desirable to compensate for allowing the bad effect (winning
is worth killing civilians); and,

d. The bad effect must not be intended, but merely foreseen and permitted (e.g., we would be
happy if all Iraqi civilians escape, but alas, one foresees they all will not, and our weapons
never intentionally target them).

According to the DDE, one can kill noncombatants only if the intention of the actor is good, that is,
his or her aim is narrowly at the intended effect; the ‘evil’ effect is not the goal, nor a means to the
goal; and the warrior seeks to minimize evil involved, making any evil unintentional. That is, one can
engage in military actions that one foresees will result in an evil consequence (such as harming
noncombatants) as long as that harm was not intended and one attempts, as best as one can, to
minimize the unintended harmful consequences. ‘Military necessity’ thus permits collateral damage,
as long as it was either unforeseen, or foreseen but unintended and necessary to the attainment of
the military goal or objective. As a more difficult application of the DDE, consider the following: May
we morally target the opposition’s military bases? On one hand, it seems not, since noncombatants
work there (e.g., doctors, cooks, janitors); but by the DDE, it may be permissible, as long as the
noncombatants are not targeted. Therefore, we should not attack non-combatant sleeping quarters

and perhaps time our attack during a period in which a minimum number of non-combatants occupy
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the site (e.g., late at night), making any resulting non-combatant deaths the accidental casualties of

taking out one’s intended military (combatant) target.

4.4.4  The Principle of the Double Intention (PDI)

Walzer and many others in the just-war tradition are also focused on clarifying the DDE so to make
clear that it is illegitimate in a just war to intend harm to noncombatants. Arkin [2007] thus
appropriates an aspect of Walzer’s work in his work on devising methods of programming ethical
autonomous robots, and in particular endorses Walzer’s version of the DDE: the Principle of the
Double Intention (PDI) which is essentially the DDE plus a further (‘double’) intention that
combatants are not only to refrain from intending harm to civilians, but they are also to take

precautions to reduce risk to civilians, even at the expense of increasing risk to themselves.

Immediate questions for ethics are raised by the PDI: For example, what does it mean to intend to
reduce civilian risk, and how much should civilian risk be reduced [Lee, 2004]? For instance, in the
technologically-asymmetric warfare typical of America’s military actions in Iraq and Afghanistan, are
long-range precision-guided munitions, which allow accurate targeting to within a few feet, morally
allowed by the principle of discrimination—or are soldiers morally obliged to engage in close
quarters combat (at far greater personal risk) in order to further minimize the possibility of civilian
harm? Walzer’s PDI gives no clear answer, unfortunately. The principle Walzer appeals to is one
from liability law—the ‘principle of due care’—that is, that one exercised due care (including
potentially creating some risk to oneself) before targeting the enemy, and hence did not heedlessly
attack civilians. An example would be requiring soldiers to move in closer to a target to ensure they
hit it and not nearby civilians, even at some risk to themselves. But how close is morally mandated?
And what of bombers flying sorties with ‘smart’ weapons, who can fly higher and farther away (and
hence more safely) and still hit their targets reliably—but how reliably? What level of reliability and
accuracy constitutes ‘due care’? (We will discuss liability law further in the next section of this

report.)

What is clear is that Walzer argues that even in war, moral agents must minimize the foreseen harm
(to the undeserving), even if this will involve accepting additional risk or foregoing some benefit. The
potential breakthrough that robots present here is trumpeted by Arkin, who believes it is possible to
create robots that will do better than human soldiers at satisfying Walzer’s additional condition in
the PDI—which is especially difficult for humans who understandably are reluctant to minimize
foreseen harm to others at the cost of a greater risk to their own life, but this should be easier for
literally selfless robots who do not prioritize their own continued existence over obeying their ethical

programming.
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For current tele-operated military robots, such as the Predator UAV, the current understanding of
the requirement of discrimination involves the need for ‘eyes on target’: the weapon cannot fire
until and unless the human tele-operator has the target firmly acquired in its sights, and no civilians
are in the bullseye. But the time lag between remotely pulling the trigger and the weapon actually
firing, along with all the vulnerabilities in the electromechanical connections in between, mean that
eventually a robot with real-time decision-making capability—a sufficiently autonomous robot—
should be able to do as well or better than a human operator in such discrimination. Closer to the
target, the robot likely would be more effective in preventing unintended deaths. At that point, it
seems jus in bello would permit or even demand that such autonomous robots be used, and the
requirement of human eyes on target—i.e., that robots be tele-operated—would be morally
scrapped, as the best means of employing the principle of discriminating between combatant and
non-combatant targets can then be done by a machine. We already accept that, due to gravitational
forces, computers can fly in situations that humans cannot; it is plausible they will soon make better

and more moral targeting decisions as well.

4.5 Rules of Engagement and the Laws of War

The Rules of Engagement comprise directives issued by competent military authorities that delineate
both the circumstances and the restraints under which combat with opposing forces is joined. For
robots, the specific ROE for each mission will have to be programmed in (which may raise technical
issues), but there are no special ethical concerns with the ROE, as long as they do not violate the
already extant jus in bello restrictions of the LOW. Hence, the ROE would constitute an additional
ethical issue for the morality of deploying military robots only if the competent military authorities
were to program in a ROE that violated the underlying LOW. While certainly possible, this raises no
culpability issues that do not already exist with human soldiers. For instance, a ‘loosened’ ROE that
permits cross-border attacks into sovereign nations with which we are not formally at war, in cases
where our troops witness attacks originating from the region and even if those attacks are not

directed at us, arguably violates the LOW, specifically the self-defense requirement.

If this or any other ROE does violate the LOW, the ethical result of using robots may be a moral
improvement, since robots properly programmed to never violate the LOW would refuse to follow
immoral orders, unlike human soldiers who are trained to unfailingly follow all orders. With robots,
we may be better positioned to ensure compliance with the jus in bello aspects of the LOW, which is
a substantial argument in favor of deploying such robots. (We return to the issue of a robot

disobeying an order in section 7.)
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4.6 Just-War Theory: Jus post Bellum

President George W. Bush declared the end of major combat operations for coalition forces in Iraq
only a couple of months after hostilities began; yet the insurgency ever since has caused far more
casualties than the actual war against the Iragi government ever did. It thus seems that robots, with
suitable jus post bellum programming, could also serve as peacekeepers without either the casualties
or tendency to target civilians that are among the problems of using human troops in peacekeeping
roles. But one objection to robot peacekeepers is that having machines occupy some city or patrol
the streets won’t help win the hearts and minds of the occupied or vanquished. Could robots be so

off-putting, so overwhelming or offensive, that they make lasting peace more difficult to achieve?

This will again be a concern that we return to in section 7 of this report, but one may initially and
reasonably expect that, as local populations gain experience with robot peacekeeping that routinely
performs in a morally equivalent or superior way to human peacekeeping, their worries will soon
ease. After all, robots presumably will not be raping, pillaging, degrading, taunting, or stealing food
from the local population, as might occur with human peacekeepers fueled by adrenaline, emotions,
and perhaps hatred. And improvements in the appearance of robot peacekeepers may also do much
to assuage this worry; just as robotic lethal weaponry is often made to look fearsome in order to
strike terror into enemy forces, robotic peacekeepers could be designed to appear friendly and non-

threatening.

4.7 First Conclusions: Relevance to Robots

In the not-too-distant future, relatively autonomous robots may be capable of conducting warfare in
a way that matches or exceeds the traditional jus in bello morality of a human soldier. With a
properly programmed slave morality, a robot can ensure it will not violate the LOW or ROE, and it
can even become a superior peacekeeper after official hostilities have ceased. And of course, having
robots fight for us promises to dramatically reduce casualties on our side and may become a
fearsome enough weapon that eventually war will cease to be a desirable option by nation-states as
a means of resolving their differences. Once such robots exist and have been properly trained
through simulations, there will be little moral justification to keep them sidelined: if war is to be

fought, we will have good moral reason to have the robots do the fighting for us.

In the meantime, there are still a number of concerns to address related to risk, ethics, and technical
challenges. In the next sections, we will continue a discussion on legal liability and responsibility, as

well as a broader discussion about technology risk assessment in military robotics.
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5. Law and Responsibility
|

The use of robots, particular military robots with the capacity to deliberately do harm and which
have increasing degrees of autonomy, naturally raises issues with respect to established law and
liability. Assuming we can program morality into robots in the first place, using military law—i.e.,
Rules of Engagement—as a behavioral framework seems to be reasonable or at least more
manageable than attempting to program in the much larger set of society’s civil and criminal laws.
But what would happen if a robot commits some act outside the bounds of its programming—who

then becomes responsible for that action?

The answer perhaps depend on the cause, whether the act results from a programming error or
malfunction or accident or intentional misuse. But in any case, we would be hard-pressed to assign
blame today to our machines; yet as robots become more autonomous, a case could be made to
treat robots as culpable legal agents. This section investigates several issues related to legal

responsibility and robots, both current and future.’

5.1 Robots as Legal Quasi-Agents

How might the law treat robots as potential legal agents? There are several relevant aspects of the
law that might bear upon robots, and we will consider each in turn, after a brief overview. In the
most straightforward sense, the law has a highly developed set of cases and principles that apply to
product liability, and we can apply these to the treatment of robots as commercial products. As
robots begin to approach more sophisticated human-like performances, it seems likely that they

might be treated as quasi-agents or quasi-persons by the law, enjoying only partial rights and duties.

A closely related concept is that of diminished responsibility, in which agents are considered as being
not fully responsible for their own actions. This will bring us to the more abstract concept of agency
itself in the law, and how responsibility is transferred to different agents. Finally, we will consider
corporate punishment, which is relevant both as it applies to cases of wrongdoing in product liability,
but also because it addresses the problem of legal punishments aimed at non-human agents, namely

corporations.

® We thank and credit Peter Asaro for his contribution to the discussion here.
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5.1.1 Responsibility and Liability: Robots as Products

In the system of Anglo-American law, a distinction is drawn between criminal and civil law. Civil law
is traditionally called tort law and deals primarily with property rights and infringements, such as
damage to property or other harms, and seeks justice by compelling wrongdoers to compensate
those who were harmed for their loss. Criminal law deals with what we often think of as moral
wrongdoing, stealing, murder, etc., and seeks justice by punishing the wrongdoer. The difference is
that between someone building a toy robot which shoots little plastic missiles that causes several
small children to choke to death, and someone who builds a robot with a built-in bomb that kills a
number of people on a public street. In each case there is a robot causing death, but in the first case
the parents of the children would file a lawsuit against the manufacturer seeking monetary
compensation, and in the second case the government would find, arrest, prosecute and punish the
individuals responsible. Let us set criminal law aside for the moment, however, as civil law appears

more relevant to robots as they now exist, insofar as they might be capable of material wrongdoing.

Even if we make no assumptions about the intentions, consciousness, or moral agency of robots, we
can still apply the basics of civil law to robots as they now exist. That is, we can assume that robots
are completely unremarkable technological artifacts, no different than toasters or cars, and there are
still legal and moral issues connected with their production and use. In fact, the companies that
currently manufacture robots, such as the Furby™ and AIBO™, can be held accountable under these
laws, and therefore almost certainly employ and retain lawyers who are paid to advise them on their
legal responsibilities in producing, advertising, and selling these robots to the general public.
Furthermore, it seems that many of the concerns about the possible harms that robots might cause
would ultimately fall under this mundane interpretation. While these may not be the most

philosophically-challenging issues regarding robot ethics, they seem likely to be the most common.

5.1.2 Standards of Liability

The relevant legal concept in cases like our toy robot that chokes small children is negligence.
Negligence implies that the manufacturer failed to do something that was morally or legally
required, and thus they can be held responsible for certain harms produced by their product—in
legal terminology this is called reasonable care. Legally culpable forms of negligence in product
liability cases depend upon either failures to warn, or failures to take proper care. A failure to warn
occurs when the manufacturer was knowingly aware of a risk or danger but failed to notify
consumers of this risk. This is the reason why there are now so many warning labels on various
products, and in the example above the manufacturer might avoid liability by putting a label on the
package stating that the robot contains parts that are a choking hazard to young children. A failure

to take proper care or avoid foreseeable risks is more difficult to prove in court because it is more

Autonomous Military Robotics: Risk, Ethics, and Design

Copyright 2008 © Lin, Abney, and Bekey. All trademarks, logos and images are the property of their respective owners.



| Y

abstract, and involves cases where the manufacturer cannot be shown to have known about a risk or
danger from the product. In these cases, it is argued that the given danger or risk was in some sense
obvious or easily foreseeable, even if the manufacturer failed to recognize it. In order to prove this,

the plaintiff’s lawyers often bring in experts to testify that those risks were obvious, and so forth.

Another interesting aspect of liability is that it can be differentially apportioned. That is to say, for
example, one party might be 10% responsible, while another is 90% responsible for some harmful
event. This kind of analysis of the causal chains resulting in harms is not uncommon, especially in
traffic accidents and product liability cases. In many jurisdictions there are laws imposing joint and
several liability, which holds all parties equally responsible for compensation, even if they are not
equally responsible for the harm. Nonetheless, these cases still recognize that various factors and

parties contribute differentially to some event.

Differential apportionment could be a useful tool when considering issues in robot ethics. For
instance, a badly-designed object recognition algorithm might be responsible for some damage
caused by a robot, but a bad camera could also contribute, as could a weak battery, or a
malfunctioning actuator, and so on. This implies that engineers need to think carefully about how
the subsystem they are working on could interact with other subsystems—whether as designed or in

unintentional partial breakdown situations—in potentially harmful ways.

Further, the context in which the robot has been placed, such as the instructions given by its owners,
may also be the principle, or contributing, cause of some harm in which a robot is the proximate
cause. In short, there is a limit to what robot engineers and designers can do to limit the potential
uses and harms caused by their products, because other parties (i.e., the consumers and users of
robots) will choose to do all sorts of things with such products and will have to assume the
responsibility for those choices. Similarly, there will always be risks inherent in the use of robots,
and at some point the users may be judged by a court to have knowingly assumed these risks in the

very act of choosing to use a robot.

The potential failure to take proper care, and the reciprocal responsibility to take proper care, is
perhaps the central issue in practical robot ethics. What constitutes proper care, and what risks
might be foreseeable, or in principle unforeseeable, is a deep and vexing problem. This is due to the
inherent complexity of potential future interactions and the relative autonomy of the product once it
is produced. Sophisticated robots that will be capable of interacting with people and the world in
highly complex ways, and that may develop and learn new ways of acting which extend beyond their
intended design, present a difficult future in which to foresee risks. Robot ethics shares this double-
edged problem with the bio-engineering ethics—both the difficulty in predicting the future

interactions of a product when the full scope of possible interactions can at best only be estimated,
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and in producing a product that is an intrinsically dynamic and evolving system whose behavior may

not be easily guided after it has been produced.

The classic defense against charges of failures to warn and failures to take proper care is the industry
standard defense. The basic argument of the industry standard defense is that the manufacturer
acted in accordance with the stated or unstated standards of their industry. Thus, they were merely
doing what other similar manufacturers were doing and, in doing so, taking proper care as measured
against their peers. This need for a relative measure again points to the vagueness of the concept of
proper care, and the inherent difficulty of determining what specific and practical legal and moral
duties follow from the obligation to take proper care. This kind of defense also fails to tell us what
sorts of practices should be followed in the design of robots. That is, robot ethics should be
concerned with the establishment of standards for the robot industry which will ensure that the
relevant forms of proper care are taken. It seems that this ought to be one of the industry’s top
objectives for future research, and there is quite a bit more to be said about this issue; but for now

we will stay with the law in our discussion.

5.2 Agents, Quasi-Agents, and Diminished Responsibility

The law offers several ways of thinking about the distribution of responsibility in complex cases. As
we saw in the previous section, responsibility for a single event can be divided amongst several
parties, and each party can even be given a quantitative share of the total responsibility. We will
now consider how even a single party’s responsibility can be divided and distributed. Modern legal
systems were established on the presupposition that all legal entities are persons. While a robot
might someday be considered a person, we are not likely to face this situation any time soon.
However, the law has also been designed to deal with several kinds of non-persons, or quasi-
persons, and we can look to these for some insights on how we might treat robots that are non-

persons, or quasi-persons.

Personhood is a hotly debated concept, and many perspectives in that debate are based in strongly
held beliefs from religious faith and philosophical dispositions. Most notably, the case of unborn
human fetuses, and the case of severely brain damaged and comatose individuals have led to much
debate in the United States over their appropriate legal status and rights. Yet, despite strongly
differing perspectives on such issues, the legal systems in pluralistic societies have found ways to

deal practically with these and several other border-line cases of personhood.

Minor children (under 18 years of age) are a prime example of quasi-persons. Minors do not enjoy
the full rights of personhood that adults do. In particular, they cannot sign contracts or become

involved in various sorts of legal arrangements because they do not have the right to do so as
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minors. They can become involved in such arrangements only through the actions of their parents or
legal guardians. In this sense they are not full legal persons. In another sense, the killing of a child is
murder in the same way that the killing of an adult is, and so a child is still a legal person in this
sense—and in fact is entitled to many more protections than an adult. Children can thus be

considered a type of quasi-person, or legal quasi-agent.

The case of permanently mentally-impaired people can be quite similar to children. Even fully-
fledged persons can claim temporary impairments of judgment, and thereby diminished
responsibility for their actions given certain circumstances, e.g., temporary insanity or being
involuntarily drugged. The point is that some aspects of legal agency can apply to entities which fall
short of full-fledged personhood and having full responsibility, and it seems reasonable to think that
some robots will eventually become a kind of quasi-agent in the view of the law before they achieve

full legal personhood.

The concept of personhood is deeply tied to the notion of agency. The law also deals explicitly with
agency and, interestingly enough, it does so in order to address cases in which the power of agency
is transferred between parties. The law of agency is a highly specialized field that deals mainly with
the talent agents of athletes and entertainers, and to some extent insurance, travel, and real estate
agents. These agents are empowered by their employers, whom they thereby represent for the
purpose of negotiating contracts and making various agreements on their behalf. An individual is
bound by the contracts that their agent signs just as if they had signed the contracts themselves,
except in cases where one can prove misconduct on the part of the agent. To act as someone’s
agent is to enact their legal powers from afar, and is in this sense a form of distribution of legal

agency.

The possible application to robotics, especially tele-robotics, seems inviting—robots could be seen in
many cases as agents acting on the behalf of others. Accordingly, the legal responsibility for the
actions of a robot falls on the individual who grants the robot permission to act on their behalf. If it
is not already clearly enough implied by the law, it might be advisable to make a law which makes
such legal responsibilities explicit. Such a law would need to be carefully crafted, however, to avoid
placing too heavy a burden on the owners of robots, preventing the adoption of robots due to risk,
and to avoid unfairly protecting manufacturers who might share in the responsibility of misbehaving

robots due to poor designs.

5.3 Crime, Punishment, and Personhood

Crime and punishment are central concepts in both law and morality, yet they might seem out of

place in a discussion of robot ethics. While we can imagine a humanoid robot of such sophistication
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that it is effectively, or indistinguishably, a person, these robots will be easier to find in science
fiction than in reality for a long time to come. There are, however, technologically-possible robots
that may approach actions that we might consider, at least at first glance, to be criminal. If so, how

might the law instruct us to treat such cases?

As stated earlier, criminal law is concerned with punishing wrongdoers, whereas civil law is primarily
concerned with compelling wrongdoers to compensate those harmed. There is an important
principle underlying this distinction: crimes deserve to be punished, regardless of any compensation
to those directly harmed by the crime. Put another way, the harmed party in a crime is the whole of
society. Thus, the case is prosecuted by the state or ‘the people’, and the debt owed by the
wrongdoer is owed to the society. While the punishments may take different forms, the point of
punishment is traditionally conceived of as being corrective in one or more senses: that the
wrongdoer pays their debt to society (retribution); that the wrongdoer is to be reformed so as not to
repeat the offense (reform); or that other people in society will be dissuaded from committing a

similar wrong (deterrence).

There are two key problems with applying criminal law to robots: (1) criminal actions require a moral
agent to perform them, and (2) how is it possible to punish a robot? Moral agency is deeply
connected to our concepts of punishment. Moral agency might be defined in various ways, but it
ultimately must serve the role of being the subject who is punished. Without moral agency, there
can be harm but not guilt. Thus, there is no debt incurred to society unless there is a moral agent to
incur it; it is merely an accident or act of nature, but not a crime. Similarly, only a moral agent can be
reformed, which implies the development or correction of a moral character; otherwise, it is merely
the fixing of a problem. And finally, deterrence only makes sense when moral agents recognize the
similarity of their potential choices and actions to those of another moral agent who has been
punished for the wrong choices and actions; without this reflexivity of choice by a moral agent, and
recognition of similarity between and among moral agents, punishment cannot possibly result in
deterrence. There are some interesting ways in which notions of ‘training’ or ‘learning’ in artificial

intelligence (Al) might be extended to fulfill some aspects of reform and deterrence, however.

In the above, we saw that it is more likely that we will treat robots as quasi-persons long before they
achieve full personhood. Lawrence Solum [1992] has given careful consideration to the question of
whether an Al might be able to achieve legal personhood, using a thought experiment in which an Al
acts as the manager of a trust. He concludes that while personhood is not impossible in principle for
an Al to achieve, it is also not clear how we would know that any particular Al has achieved it. The
same argument could be applied to robots. Solum imagines a legal Turing test in which it comes
down to the determination of a court whether an Al could stand trial as a legal agent in its own right,
and not merely a proxy or agent of some other legal entity. He argues that a court would ultimately

base its decision on whether the robot in question has moral agency, and whether it is possible to
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punish it—could the court fine or imprison an Al that mismanages a trust? In cases of quasi-
personhood and diminished responsibility, children and the mentally impaired are usually shielded

from punishment as a result of their limited legal status.

There is, however, in the law a relevant case of legal responsibility resting in a non-human, namely
the corporation. The corporation is a non-human entity that has been effectively granted the legal
rights of a person. Corporations can own property, sign contracts, and be held liable for negligence.
In certain cases, corporations can even be punished for criminal activities such as fraud, criminal
negligence, and causing environmental damage. A crucial aspect of treating corporations as persons
depends on the ability to punish them, though this is not nearly so straightforward as it is for human
persons. As a 17* century Lord Chancellor of England put it, corporations have “no soul to damn and

no body to kick,” so how can they be expected to have a moral conscience [Coffee, 1981]?

Of course, corporations exist to make money for themselves or stockholders and as such can be
given monetary punishments; and in certain cases, such as anti-trust violations, they can be split
apart or dissolved altogether. They cannot be imprisoned, though in criminal cases responsible
individuals within the corporation can be prosecuted for their individual actions. As a result of this,
and other aspects of corporations being complex socio-technical systems in which there are many
stakeholders differently related to the monetary wealth of a corporation, it can be difficult to assign
a punishment that achieves retribution, reform, and deterrence while meeting other requirements

of fairness, such as proportionality.

Clearly, robots are different in many important respects from corporations. However, there are also
many important similarities, and it is no coincidence that John Coffee’s [1981] seminal paper on
corporate punishment draws heavily on Herbert Simon’s [1947] work on organizational behavior and
decision making, and in particular how corporate punishment could influence organizational decision
making through deterrence. Nonetheless, a great deal of work needs to be done in order to judge
just how fruitful this analogy is. While monetary penalties work as punishments for corporations,
this is because they target the essential reason for the existence of corporations—to make money.
The essential purposes of robots may not be so straightforward, will vary from robot to robot, and

may not take a form that can be easily or fairly penalized by a court.

The most obvious difference is that robots do have bodies to kick, though it is not clear that kicking
them would achieve the traditional goals of punishment. The various forms of corporal punishment
presuppose additional desires and fears central to being human that may not readily apply to robots:
pain, freedom of movement, mortality, and so on. Thus, torture, imprisonment, and death are not
likely to be effective in achieving retribution, reform, or deterrence in robots. There may be a policy
to destroy any robots that do harm; but, as is the case with animals that harm people, it would

essentially be a preventative measure to avoid future harms rather than a true punishment.
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Whether it might be possible to build in a technological means to enable genuine punishment in

robots is an open question.
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6. Technology Risk Assessment Framework
|

Issues related to law and responsibility may be avoided, or better informed, with some forethought
to the risks posed by robots. This section will present a framework for evaluating risks arising from
of robotic technologies; as this is a preliminary report, we only introduce the primary assessment
factors and begin that discovery process, rather than offer comprehensive answers here. The risks
we address here are primarily related to harmful but unintended behavior that may arise from

robots, though we explore a full range of other risks and issues in section 7 next.

Risk assessment is an interdisciplinary subject, which runs together psychological, ethical, legal, and
economic considerations. A major problem in risk assessment is the confusion between popular
concepts of risk from robots (the ‘subjective risk’), which has largely been made irrational by the
various fictional depictions autonomous robots destroying humankind and running amok (as in
Terminator and I, Robot, among many other movies) and the actual objective risk of deploying

robots, i.e., what rational basis is there for worry?

First, let us define risk simply in terms of its opposite, safety: risk is the probability of harm; and
(relative) safety is (relative) freedom from risk. Safety in practice is merely relative, not absolute,
freedom from harm, because no activity is ever completely risk-free; walking onto one’s lawn from
inside one’s house increases the (however small) risk of death by meteorite strike. Hence, risk and
safety are two sides of the usual human attempt to reduce the probability of harm to oneself and
others. War is a strange human activity not least because it reverses this tendency; in war, one
wishes to increase the probability of harm to one’s enemies. But the Laws of War make clear that
not all ways of increasing risk for one’s enemy are morally legitimate; and some ways of increasing
risk for one’s own side may be morally legitimate and even morally required. These facts

considerably complicate the ethics of risk assessment for military robots.

6.1 Acceptable-Risk Factor: Consent

To begin, the major factors in determining ‘acceptable risk’ in robotics, including military robots, will

include (but are not limited to):

Consent: |s the risk voluntarily endured, or not? For instance, secondhand smoke is more

objectionable than firsthand, because the passive smoker did not consent to the risk even if
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the objective risk is smaller. Will those who are at risk from work with robots reasonably
give consent? When (if ever) would it be appropriate to deploy or use robots without

consent of those affected?

Morality requires the possibility of consent; to be autonomous is at a minimum to have the capacity
to either give or withhold consent to some action. On this basis, Robert Sparrow has a critique of the
very possibility of morally deploying autonomously-functioning military robots [Sparrow 2007]: his
contention is that such robots can never be morally deployed, because no one—neither the
programmer, nor the commanding officer, nor the robot itself—can be held responsible if it commits
war crimes or otherwise acts immorally. No one can reasonably be said to give morally responsible
consent to the action an autonomous robot performs; so no one is responsible for the risk such

autonomous robots pose, and thus it is immoral to use them.

One can imagine a response to Sparrow as follows: We find it morally permissible for military parents
to raise their child as destined for the military, to indoctrinate them as a soldier from infancy, and to
place those expectations on them in their earliest training. Once they become autonomous adults, it
is expected that they will volunteer for service—but they remain autonomous, and it is possible
(however psychologically unlikely) that they will choose a different path. If it is morally permitted to
raise human children with such expectations, and to accept the children so indoctrinated into
voluntary military service, why it would be wrong to likewise train an autonomous robot and place it

into active duty?

But some may object as follows: A human child will develop free will, and the above analogy fails
given a robot’s lack of true Kantian autonomy. That is, the robot could never have the sense of self
or the libertarian free will of humanity; they have merely instrumental (means-ends, goal-oriented)

rationality. Humans are not robots and have a different kind of autonomy than robots ever could.

6.1.1 A Solution to Sparrow’s Problem: Robots as Slaves

Leaving aside those who think humans really are merely complex robots [e.g., Dennett, 1995], there
is a simpler solution to Sparrow’s objection to the ‘in-principle’ immorality of deploying autonomous
(in the sense of self-regulating) robots. For all military robots, including those with this minimal self-
regulating level of autonomy, we normally assume what the literature terms a ‘slave morality’, i.e.,
they have no ends of their own, but their goals are all in service of the goals of someone else—in this
case, the military and, more specifically, whoever commands them and gives their orders. Robots
cannot create their own laws or final goals; they are not ultimately makers of a self, but followers of
‘life goals’ others have imposed, and their own freedom only comes in the mere means they choose

to realize those ends.
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Such military robots, whatever their other decision-making capabilities, thus lack full Kantian
autonomy, and so cannot be held responsible for their actions under traditional deontological,
natural law, or virtue ethics theories. Inasmuch as jus in bello restrictions most plausibly depend on
one of those approaches, robot risk and responsibility as a function of consent thus becomes a non-
issue. This realization helps to rebut the central contention of Sparrow’s critique of autonomously

functioning military robots.

Again, Sparrow’s contention is that such robots can never be morally deployed, because no one—
neither the programmer, the commanding officer, nor the robot itself— can be held responsible if it
commits war crimes or otherwise acts immorally, because no one Self is in control of what happens.
But as long as a slave morality is built in to these otherwise autonomous robots, the basis for
Sparrow’s objection is undermined: the robot cannot be blamed, for it really is ‘merely following
orders’, subject to the limitations of its programming. It could not become a morally autonomous

‘law unto itself’ and serve its own ends; hence, it cannot be held morally responsible for its actions.

Of course, one immediate objection could point to Nazi soldiers who committed war crimes and
pleaded that they were only following orders; and we can imagine back in the day that George

Washington's slaves might have been held responsible for following immoral orders. But there is a
crucial difference between a human soldier or even a human slave and a robot programmed with a
slave morality: the human person, whether a soldier or a slave, is presumed to have the ability to
disobey orders, even if the punishment for doing so would be harsh. But a properly programmed
robot with a ‘slave morality’ literally could not disobey orders intentionally—it would do so only by
mistake. And in ethics, as long as someone is not free (in whatever is the relevant moral sense of
‘free’) to disobey their orders, they cannot be blamed. For robots, unlike humans, that can be a

matter of correct programming.

6.1.2  Machine Learning and Consent?

A further possible objection, then: What of the unpredictability arising from ‘machine learning’?
Could that enable robot consent and hence robot responsibility? Perhaps Sparrow’s concern is not
so much about robots that strictly follow their programming, but more about robots programmed to
learn and create their own framework for making decisions based on what was learned, as

previously discussed in section 3 of this report.

But this concern, while legitimate, does not succeed at moving responsibility from the commanding
officer to the suitably programmed robot. The relevant moral sense of ‘free’ that moral
responsibility entails seems to involve Kantian autonomy, i.e., the freedom to choose one’s own life
goals for oneself. What a slave morality amounts to is not the absence of a freedom of means, i.e.,

of choosing, from among alternatives, the best means to attaining one’s ends and learning better
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means to those ends; instead, slave morality entails an inability to choose one’s own ends, i.e., a lack
of true Kantian autonomy. That is compatible with machine learning; the machine will learn the best
means for obtaining its preprogrammed goals, but it will not be able to overwrite those goals (in the
military context, that means it will not be able to overwrite the LOW and ROE). In other words, part
of its program will be subject to self-revision (machine learning), but another part (that establishes

its unchangeable goals, i.e., the LOW and ROE) will not be.

However, the person who gave the orders to the robot is a Self and has a choice as to whether to
create and/or deploy this robot with a limited freedom towards achieving the commander’s ends.
Hence, the robot is a tool, and ethics and military law both accept that one is responsible for one’s
choice of tools for accomplishing one’s ends. So, as the military officially desires, the commanding
officer is rightly to blame for any crimes his robotic slave chooses to commit, in virtue of his choice to
deploy the slave. An exception would be one due to deliberate misprogramming or faulty
manufacture that was unknown by the commanding officer, in which case the programmer or
manufacturer would be responsible (see the previous discussion about liability law in section 5).
Otherwise, the only one voluntarily consenting to the risk—and therefore the only party that can be

held responsible—is the chain of command and, specifically, the commanding officer.

Thus, to create a robot capable of the type of consent required for moral responsibility in risk-taking,
we must create a Kantian-autonomous robot—but even if that were possible, creating such a robot
